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Abstract—In present technical paper we describe an algorithm
to detect steatosis. The golden standard in liver diagnosis is the
biopsy. For clinical investigations the score given by a human
expert is good enough. In developing noninvasive tools one
needs objective and reproducible measurements of the biopsy
parameters. There are two approaches proposed here, one based
on classical computer vision and another one based on the deep
convolutional neural nets. Tests on 100 patients clearly show that
neural net approach is superior both in performance levels and in
the amount of work that is invested. This paper can be included
in the area of semantic segmentation but with recent advances in
computer vision, the lines between segmentation and classification
are blurred out.

I. I NTRODUCTION
Fibrosis and steatosis are two responses of the liver to
various viral or chemical injuries. The lesions are at cellular
level but they have systemic consequences.
During surgery is possible to sample the liver tissue. The
biological samples are then stained using dyes and visualized
under optical microscope. A human expert gives qualitative
and quantitative scores on the two pathologies. Exact quantification of these pathologies is important in the development
and assessment of the new noninvasive diagnosis tools [1].
The goal of this paper is to automate detection of fibrosis
and steatosis from histological samples producing objective
quantitative scores and speeding up the diagnosis process.
Staining process makes fibrosis quantification fairly straight
forward. Steatosis is harder to detect and is the main focus of
this paper.
Two approaches were tested, classical computer vision and
convolutional nets. While classical computer vision methods
imply intimate knowledge of the domain and design of hand
crafted methods to solve the problem, “Deep learning” architectures, namely convolutional neural nets (CNN) advertise
their generalization power and the ability to work without
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Figure 1. Typical stained sample of liver. There is a special dye that shows
fibrosis tissue in blue. All other structures are stained in purple shades. Some
of the white round disks are steatosis. Note that not all round and clear areas
are steatosis.

much domain specific knowledge [2]. However, there is a
drawback, one still needs to devise a network architecture that
is suited for the problem at hand.
The paper continues with the problem description. In the
next two chapters we present the classical approach and the
convolutional nets. Section five presents the results and then,
the conclusions ends paper.
II. P ROBLEM DESCRIPTION
Figure 1 shows characteristic aspects of fibrosis and steatosis. Fibrosis detection is straightforward. There is a special
dye that colors only the fibrosis tissue. We set some hard
thresholds on hue and saturation channels. The best threshold
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Figure 2. Steatosis artifacts. (a) Round region that is not steatosis. (b)
Blood vessels (c) Steatosis regions that are about to merge. (d) Tissue tearing
probably hiding valid steatosis.

is determined using ROC curve on a validation set consisting
of several manually labeled images [3].
Steatosis on the other hand is harder to detect. The stain
process removes the fat from the tissue leaving empty holes.
But mechanical stress, tissue layouts and blood vessels also
leave empty spaces in the tissue. In Figure 2 we show some
typical artifacts.
After several discussions with physicians the following
characteristics of the steatosis were revealed:
• Round regions without tissue
• They don’t have any inclusions
• Are present inside liver cells
• Various sizes
Most of the steatosis follow this pattern but there are
exceptions. Sometimes smaller steatosis regions unite and
during this process the shape is no longer round. Tissue
ripping during stain processing might mimic the appearance of
steatosis. Without going into much detail, these corner cases
must be addressed in order to get a decent detection result.
We asked the physician to manually label steatosis areas and
areas that could be confused with steatosis. Figure 3 shows
several labeling examples.
III. C LASSICAL APPROACH
In the following, we present the image processing pipeline
used to detect steatosis.
Overall detection pipeline:
1) Detect candidate regions
2) Describe each region

(b)
Figure 3. Manual labeling in case of classical approach (a) and neural network
approach (b). Red stars mark clear areas that are steatosis areas while blue
stars mark clear regions that are not steatosis. (b) Yellow regions fully overlaps
only steatosis regions.

3) Train a classifier to discriminate true steatosis regions
First step is detecting transparent, ”white” regions, regions
without tissue. This is done by converting image to HSV
space and selecting regions with low saturation and high value.
Regions are then eroded with a small structuring element.
In second step each region is described by its shape (Hu
moments, mean/std distance from the convex hull to the
contour, roundness), and vicinity statistics (mean Hue around
the patch). With extracted features from each candidate patch
and manual labels we trained a “classical“ classifier. The best
performing was gradient boosted trees (GBT) model [4].
There were other methods that did not work because of high
variability: detecting the edges of the steatosis regions, fitting
circular shapes, or using other color spaces. Other classifiers

that were tested: SVM, logistic regression, random forests. [5].
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IV. C ONVOLUTIONAL NETS
We stared with a now classical CNN architecture, proposed
by Simonyan et. al. in [6]. A convolutional layer is follwed
by applying nonlinearity (Rectified Linear Unit, ReLu) then
2 × 2 max pooling. This layer sequence is iterated several
times with the output of the previous sequence acting as input
to the next. Last layers of the network are fully connected.
This architecture (called VGG) turned to be unstable and not
able to learn basic aspects of the steatosis. One explanation
could be that the VGG architecture is oriented towards image
classification while present problem is a dense pixel wise
classification.
The second approach was U-nets [7], that perform pixel
wise classification (basically, image segmentation) directly. We
present the building blocks and then the overview of the architecture. All of the constituting elements are standard. Keen
reader is kindly asked to reference a good “deep learning”
book (ex [2]).
1) Shrinking block: This block passes the input by several
3 × 3 convolutional layers with linear activations, followed
by batch normalization and ReLu nonlinearity. The shrinking
block ends with a 2 × 2 maxpooling with a stride of 2. Each
shrinking block sends its input to the next block and to the
corresponding upscale block (shortcut connection)
2) Upscale block: First layer is an upsample layer that
increases the direct input tensor size by 2 (nearest neighbor
interpolation). Next, we perform a channel wise concatenation
with the shortcut tensor. A series of 3 × 3 convolutional layers
with linear activations followed by batch normalization and
ReLu layers end this block.
3) Bottleneck block: The bottleneck block is in the middle
of the network. There is only one such block and consists of
3 convolutional layers (3 × 3, 1 × 1, 1 × 1) alternating with
dropout layers. This block has only one input and one output.
4) Overall architecture: Figure 4 shows the architecture
of the network. The input is batch normalized and passed
through 4 shrinking blocks. The output then goes through the
bottleneck block and fed to the first upscale block alongside
with the output of the last shrinking block. This pattern is
repeated again four times, of course, without bottleneck block.
The output of the last upscale block goes through one last 1×1
convolutional layer with sigmoid activation. This last layer acts
as a pixelwise logistic regressor.
The output shape of the tensor is smaller than the input
shape because most of the convolutions are set to output only
valid results. Prediction on a new image is done using the
sliding window technique. No augmentation is performed at
prediction.
The rest of the setup is fairly common. We employed binary
crossentropy as loss function, Nesterov adaptative momentum
estimation as a strategy for optimization algorithm [8] and
early stopping as a method to avoid overfitting. The perfor-
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Figure 4. U-net architecture. Continuous lines show direct connections while
dashed lines show shortcut connections
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Figure 5. (a) RGB patch. (b) Corresponding mask. Gray area was added just
to keep the same scale.

mance is monitored using the validation set, after each epoch.
V. R ESULTS
We present how the methods were validated and what are
the quantitative results for each method.
A. Methodology
There were some common preprocessing operations performed for all the images. First the image is grayscaled and
0.1 − 99.9% histogram percentiles are computed. All three
RGB channels are clipped or stretched so the percentiles
match 0-255 interval. For most of the operations the image
is then converted to HSV. This operation reduces a bit the
contrast/luminosity variance in the data.
We searched for the best parameter set, for each of the
logistic regression, SVM, random forests and gradient boosted
trees using randomized grid search. For SVM we used RBF
kernel and tuned the RBF exponent gamma and cost C.
For random forests, volume of feature subset used for a tree,
maximum depth, and total count of trees in the ensemble.

Logistic regression was used with L2 regularization and we
tuned the strength of the regularization. For gradient boosted
trees we tuned the number of trees, maximum depth, maximum
volume of feature subset considered for a tree and the learning
rate. For each classifier we sampled 350 parameter sets.
For all classifiers we used class weights to compensate for
the dataset imbalance [9]. We measured the final performance
on a validation set. Care was taken so the validation set and
training set were disjoint at a patient level.
We used regular grid search for CNN’s learning rate. Some
parameters of the CNN architectures were “tuned” manually
without improving much the final results. We tried to change
the number of channels in each convolutional layer from
downsample/upsample block, the number of channels in the
convolutional bottleneck block and the number of upsample/downsample blocks.
The system was implemented in Python using OpenCV,
scikit-learn, keras and Tensorflow libraries. Tensorflow ran on
an Nvidia GeForce GTX 980Ti video card.
The performance measure is Jaccard score or Intersection
over Union score. Given two sets, A and B, Jaccard score
is defined in equation (1). This index varies between 0 (no
overlap) and 1 (perfect overlap between sets A and B).
J=

|A ∩ B|
|A ∪ B|

(1)

In our case, one set is the manually labeled steatosis points
and the other set consists of pixels that were labeled as
steatosis by the detection algorithms. |A| and |B| are over
all images in validation set.
There were 18 images with approx 1700 point markers (for
classical method) and 25 images for CNN method. Out of 25
images, 7 were kept for final validation using Jaccard score.
The most important validation is done by comparing automatically generated quantitative results with the qualitative
scores set by the physician. This is done once per approach
and it can’t be used for hyper-parameter optimization.
B. Classical method
Preprocessed image goes through the candidate region algorithm. The regions are numerically described and those with
manual labels are saved for later use. After a train/validation
split at patient level, we trained GBT trees using the human
labeled regions. At prediction, all candidate regions are processed.
Figure 6, middle row shows results using classical pipelines.
Numerically, the performance was J = 0.412 on held out
validation set.
C. CNN method
Steatosis is rotation and translation invariant. We performed
heavily train set augmentation by randomly extracting up to
250 rotated patches from each training image.
Patches were of size 268 × 268 and the output mask of
148 × 148. Figure 5 shows an example.
Each block had two convolutional layers of depth 20, 25,
30 and 45 for each shrinking block and 20, 20, 20, 10 for

each upscale block (That is, first shrinking block had two
20 channel depth convolutions, the next block two with 25
channel depth, so on). Bottleneck block convolutions had 40
channels each. Best dropout rate was 0.5.
Figure 6, bottom row shows some results using neural nets
(U-net approach) Numerically, the performance reached J =
0.683 on held out validation set.
D. Comparison with human expert scores
We compared qualitative scores set by physician with the
quantitative scores predicted by proposed methods. For 107
patients we had roughly 10 images per patient. The human
expert tried to quantify the steatosis in percents. We compared
the detected areas (aggregated per patient) with this score. The
correlation coefficient R2 was 0.748 for classical approach and
0.893 for CNN approach.
VI. D ISCUSSION AND C ONCLUSIONS
Manual labeling was far from perfect, in both scenarios.
Classical approach might suffer from the fact that there were
many negative samples not labeled and so not shown to the
classifier. When predicting, more errors were in false positive
direction.
CNN approach was more robust with respect to noise in
the data. As shown in fig 3b for CNN only positive labels are
required. Although not all steatosis regions were labeled and
the labeling was noisy, the neural net was able to generalize
very well, by a large margin.
Visual inspection of the results showed that classical approach was unable to detect small area steatosis while it
falsely label tissue tearing as steatosis (ex: Figure 6f). For
very small steatosis areas, even CNN has problems. However,
it is not clear that this is due to label quality or inherent to
the algorithm. Some blood vessels were mislabeled both for
classical and CNN method, although CNN method failed only
in very hard cases (almost round vessel, inside normal tissue).
CNN method has a drawback that it was not able to label
the edges of images. While numerically possible, we excluded
that area because of the artifacts.
Objectively and subjectively the performance of the CNN
method is good enough to be included in clinical research
routine. With more data, and with the inclusion of more corner
cases in the training set, the CNN performance can be further
improved.
We tried to do a manual tuning of some of the architecture
parameters (see Section V.A.). While there were no improvements from the proposed architecture, there was a big gain
wrt to learning what parts of the architecture are important
for good results. We noted that most of the learning is taking
place in the shrinking blocks. Spatial compression must be
compensated by increasing the depth of the layers. The upscale
layers are responsible only for predicting the correct shapes
for steatosis regions. Reducing the layer depth in these layers
produce aliasing artifacts. These conclusions are architecture
specific and not domain specific.
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Figure 6. Detection results. Top: Histological samples from different patients. Middle: Classical approach Bottom: CNN approach.

Choosing the deep learning approach and more specific the
U-net architecture was motivated by the promises that “deep
learning“ makes. That is, no data preprocessing, no multi-stage
pipeline (eg. candidate detection, detection, post processing),
no hand crafted features, less domain knowledge required and
overall, less manual work involved in devising an end-to-end
computer vision pipeline. From existing architectures, U-net
architecture promises direct pixel classification from raw input
images. To our satisfaction all these promises were validated
in present experiments.

Superior results, the need for a lesser domain expertise
and most importantly the transferable skills from one field
to another makes “deep learning” the right choice in any
computer vision task.

“Deep learning” have hidden costs of tuning the architecture and CNNs are renown for strong numerical instabilities.
Despite these drawbacks building an CNN based CV system
implies less effort and yields better results than following the
classical approach, given the same human resource available.
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