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Abstract
Few published articles on curvilinear structures exist compared with works on detecting lines or
corners with high accuracy. In medical ultrasound imaging, the structures that need to be detected appear
as a collection of microstructures correlated along a path. In this paper, we investigated techniques that
extract meaningful low level information for curvilinear structures, using techniques based on structure
tensor. We proposed a novel structure tensor enhancement inspired by bilateral filtering. We compared
the proposed approach with five state-of-the-art curvilinear structure detectors. We tested the algorithms
against simulated images with known ground truth and real images from three different domains (medical
ultrasound, scanning electron microscope, and astronomy). For the real images, we employed experts to
delineate the ground truth for each domain. Techniques borrowed from machine learning robustly assessed
the performance of the methods (area under curve and cross-validation). As a practical application, we
used the proposed method to label a set of 5000 ultrasound images. We conclude that the proposed
tensor-based approach outperforms the state-of-the-art methods in providing magnitude and orientation
information for curvilinear structures. The evaluation methodology ensures that the employed featuredetection method will yield reproducible performance on new, unseen images. We published all the
implemented methods as open-source software.
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I. I NTRODUCTION
Finding the local magnitude and orientation for each pixel in an image is a fundamentally low level
operation. Numerous high level methods, starting with Canny edge detector to image segmentation
and image retrieval rely on computation of these low level features. Structure tensors have the ability
to incorporate and retrieve magnitude information along two (dominant) directions without canceling
gradients [1].
This study addresses the need for dedicated methods to detect curvilinear structures in the presence
of complex and cluttered background. One such domain is the processing of medical ultrasound images.
The dominant aspect of a medical ultrasound image is the interference pattern (speckles) generated by
physical processes. Anatomical features like tissue boundaries or blood vessels appear as a collection of
speckles correlated along a certain direction, rather than a region of pixels having common characteristics.
There are several methods that aim at detecting curvilinear features. Grigorescu et al. [2] presented
a biologically motivated approach where the key element is the receptive field inhibition, a concept
derived from neurophysiology. The authors employed a tailored Gabor filter alongside with isotropic
and anisotropic inhibition. Liu et al. [3] introduced a novel approach to thick line detection. Czerwinski
et al. [4] proposed a rotating kernel [5] to detect linear features from ultrasound images. Obara et al.
[6] combined two powerful image processing techniques, the structure tensor and phase congruency, to
detect curvilinear structures in biomedical images. Vicas et al. [7] introduced a Gabor-based method of
detecting features in ultrasound images.
Structure tensor methods describe the local vicinity of a pixel better than traditional derivative approaches. The output of several oriented bandpass filters is aggregated into a structure tensor, as proposed
by Knutsson [8]. Numerical descriptors summarize the tensor and give measurements on how well the
pixel vicinity fits a certain hypothesis (line, corner or texture). Researchers focus on how to choose the
bandpass filters [9], to replace the bandpass filters altogether [6], to choose better tensor descriptors [10],
[11], [12] and to find ways to enhance the results by processing the tensor matrix [13].
In this paper, we continue the work presented in [7], [14]. We propose a novel tensor enhancement
method that is related to bilateral structure tensor [13] and steering kernels [15] that adapt to the local
vicinity of a pixel. Although we studied the method in the context of ultrasound imaging, we also
approached other imaging domains having the same goals of detecting thick irregular features from a
complex background. We compared the proposed method with existing methods for curvilinear structure
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detection in terms of how well the techniques give a comprehensive measure for each pixel and how
well they estimate the local orientation.
We applied our method to a concrete situation, liver ultrasound investigation. Physicians regularly
acquire and store ultrasound images when examining a patient because the method is non-invasive and
inexpensive. For some applications, only certain images are relevant, for example, only images from the
right section of the liver acquired with specific machine settings. Most of the images can be filtered by
reading the DICOM headers; however, there are two main categories that cannot be discriminated in this
manner. These are images acquired from the left and right liver regions, each one having a different visual
aspect and medical relevance. We applied the proposed method to label a set of 5000 liver ultrasound
images with excellent results, when compared with previous work [7].
This paper brings several contributions to the low level image-processing field.
We proposed a novel technique that improves the existing methods where the improvement was
measured on simulated images and actual images from three different domains.
The experimental results are objective because we performed the experiments on simulated images
with known ground truth and we employed a unified methodology borrowed from machine learning to
assess the performance of the algorithms.
We also published the software source so that a keen reader can readily apply the techniques presented
here to his/her domain.
The rest of the paper is organized as follows: Section II briefly presents two state-of-the-art detection
methods. Section III introduces the proposed method. Section IV presents the experimental setup and
results. Section V concludes the paper.
II. C URVILINEAR STRUCTURES DETECTION METHODS
In this section, we present two curvilinear structure detectors that can be applied to a wide range of
image domains.

A. Non-classical receptive field inhibition
Grigorescu et al. [2] proposed an enhancement to edge detection inspired from neurophysiology. In
the visual cortex, there are neurons that respond only to certain orientations (orientation-selective cells).
Among these cells, there is another type of response (mainly inhibition) that manifests itself when there
is a stimulus of the same orientation present outside the receptive field of that cell.
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This response is called “non-classical receptive field inhibition” and is responsible for the ability of the
human brain to respond to object boundaries rather than to texture edges. Note that traditional computer
vision edge detectors do not distinguish between edges coming from a texture and edges that are part of
the object boundary.
The authors’ main assumption is that the inhibition mechanism is responsible for reducing visual
response to an edge that is part of a texture, but enhancing the response when the edge has a different
orientation than its surroundings.
Based on this assumption, they modeled the inhibition mechanism using a bank of bandpass filters
(Gabor filters) parametrized by the wavelength and orientation. They computed the magnitude of the
response Eθi along several directions. The angle parameter θi spreads evenly in the 0 − π range.
The inhibition term is obtained by convoluting the Eθi with the positive part of a Difference of Gaussian
filter (DoG) defined as:
w(x, y) =

max (DoG(x, y), 0)
max(DoG)

(1)

At each orientation the authors subtract the inhibition term from the magnitude response:
bθi = max (Eθi − α (Eθi ∗ wσ ) , 0)

(2)

The ∗ denotes the convolution operation and α controls the strength of the inhibition. The anisotropic
Non-CRF Inhibition is defined as:
GrigorA = max{bθi |i = 1...N }

(3)

The dominant orientation for each pixel is the orientation for which this maximum response is achieved.
The strength of this method comes from the fact that it is a detector that models the actual physiological
phenomena in the mammalian visual system. The method has several drawbacks, the most important being
that depending on how many directions are assessed, the orientation is evaluated with a certain error.
Gabor filters are also known for being sensitive to DC levels, so two regions with the same features but
with different mean intensities will give different responses.

B. Bilateral structure tensor
Zhang et al. [13] proposed a corner detection method based on bilateral filtering, coupled with the
structure tensor. The main idea behind bilateral filtering is to construct a smoothing kernel that adapts to
the local characteristics of the image. That is, when the weighting value for a neighbor pixel is computed,
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the relative distance to that pixel (as in any regular Gaussian kernel) and the similarity of intensity between
the current pixel and the neighbor pixel are both considered:




1
(ds )2
(di )2
N (p) = exp − 2 exp − 2
C
2ρ
2σ

(4)

where ρ and σ are the parameters to control the decaying speeds over the spatial (ds ) and intensity (di )
distances and C is a normalization constant.
For a pixel p, nonlinear bilateral structure tensor follows the approach in Harris et al. [1] but instead
of integrating the tensor elements with a Gaussian kernel, the integration is done with the N (p) bilateral
kernel.
The authors made an important observation, that is, around the current pixel, there might be other
pixels sharing intensity values, but in fact belong to noise. They replaced the intensity distance with a
gradient distance, where the orientation similarity between the current pixel and neighbor pixel matter.
The explanation behind this is that pixels sharing the same orientation are more likely to belong to the
same edge rather than being a noise. Moreover, because of the illumination/contrast variations, the pixel
intensities vary along the edge so the gradient distance gives us a more robust similarity measure. They
also developed a multi-resolution approach by pre-filtering the image with a Gaussian kernel.
We presented these ideas here because the proposed method uses the structure tensor to make assertions
about the vicinity of a pixel, and we used a kernel to filter the tensor components, a kernel that adapts
locally to the characteristics of the image.
III. L OCAL CONVOLUTION
In this section, we introduce a novel algorithm for enhancing the structure tensor method, a steerable
kernel that adapts to the local structure of the image inspired by bilateral filtering, but in a more robust
manner. This kernel is also related to the steering kernel employed by Takeda et al. [15]. Our proposal
has one less degree of freedom than the Takeda method and does not depend on gradient/spatial distances
between the central pixel and its neighbors, as the bilateral filter does.
The steps for computing magnitude and orientation responses are given below:
(1) Filter the image with a bank of bandpass filters, obtaining the complex response hθi (p) for each pixel
p and for each orientation θi .

(2) Compute the structure tensor T for each pixel and the dominant orientation for each pixel.
(3) Apply local convolution:
(a) Generate the parameters of the steerable kernel.
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(b) Integrate the tensor components using the steerable kernel.
(c) Filter the original image (optional).
(4) For each pixel, compute the magnitude of the response from the filtered tensor.
In the following, we will introduce the LogGabor filter, followed by the structure tensor and then the
local convolution method used to enhance the structure tensor results.

A. Log Gabor filters
The first step in detecting curvilinear features is to perform a bandpass filtering. The LogGabor filters
are relatively easy to implement and widely applied throughout the literature because they have zero
DC response (as opposed to Gabor filters) and have no maximum bandwidth limit (as opposed to Gauss
derivative filters, for which the frequency bandwidth ∆F ≤ 2.59 octaves or Cauchy filters for which
∆F ≤ 3.52 ). Another interesting bandpass filter is Difference-of-Gaussian. This filter is again easily

derived but it has the drawback of having a minimum bandwidth of around 1.76 and has no analytical
expression for the bandwidth.
In 1D frequency domain, the LogGabor filters are expressed as:


ln2 (ω/ω0 )
LG(ω) = nc exp −
(5)
2 ln2 A
q
√
√
2
where A = e− 2 ln 2∆F /4 , nc = e−1/8 ln A − ω20 lnπA and ω0 denotes the central response frequency or
the tuning frequency of the filter. The period P0 = 1/ω0 .
Care should be taken for the aliasing phenomenon. According to Boukerroui et al. [9], P0 > 1/A3 .
For the common bandwidths of 1, 2, and 3 octaves, P0 should be larger than 4.
To extend the usage of these filters in 2D, the following approach was proposed in literature [16]. Let
√
H(u, v) be a polar separable filter in Fourier space. Then, by using the relations ω = u2 + v 2 and
θ = arctan(v/u), one can write the filter H(ω, θ) as a product between frequency component F and

angular component O:
H(ω, θ) = F (ω)O(θ).

(6)

Component F depends only on the frequency. For the angular component O – there are two approaches.
One approach uses a Gaussian kernel that models the relation between tuning orientation θ0 and filter
response. This method allows the user to specify the angular bandwidth:
O(θ) = e− 2 (
1
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where ∆θ is the angle bandwidth expressed in radians and θ0 is the central orientation response. The
other approach uses a cos2 function to model this relation:
O(θ) = cos2 (θ − θ0 )

(8)

The second approach (implemented in this paper) has a fixed bandwidth equal to π/2 radians. Equation
(6) permits the 2D extension of any 1D filter.

B. Local structure tensor
In image processing literature, tensors are used to describe how an image behaves in a neighborhood of
a pixel. Tensors have the advantage of being able to give more complex information about an examined
region compared to simple derivatives.
The tensor is a 2 × 2 matrix, estimating the second-order partial derivatives of an image. In literature,
most of the authors follow the Harris approach, where the fist-order partial derivatives are integrated over
a window. In this paper, we followed the definition proposed by Knutsson [8]:


n
1
1X
T=
|hθi | Nθi −
I
n
(n − 1)

(9)

i=1

where n = 3 for 2D case, I is the 2 × 2 identity matrix, hθi is the complex convolution result with the
bandpass-oriented filter gθi : hθ = f ∗gθi , Nθi is the orientation tensor Nθi = nθi nTθi ; nθ = (cos θi , sin θi )T
is the filter direction vector, ()T is the transpose operator, and |h| denotes the L2 norm of vector h. The
filter gθi is a bandpass filter, having the orientation θi . The angles θi span over 0 − π interval.
We followed the Knuttson approach instead of the classical Harris approach because the former does
not require any integration schema and bandpass filtering is intrinsic to the method without requiring
another filtering step as in bilateral structure tensor [13].
Based on the structure tensor, one can compute various numerical descriptors on the structure tensor
matrix. These descriptors evaluate the vicinity of the current pixel, giving information about cornerness,
edginess, or lack of such structures.
Let λ1 > λ2 be the eigenvalues and e1 , e2 the corresponding eigenvectos of the 2 × 2 structure tensor
T. We also need the singular values s1 > s2 as generated by singular-value decomposition of the tensor.

The orientation for the examined region is given by the dominant eigenvector:
θ = arctan

e1 (2)
e1 (1)

(10)

where e(1) and e(2) are the first and second components of the eigenvector e.
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We used vesselness to numerically describe the structure tensor. The main reason why we chose this
measure over other tensor descriptors is because this measure was proposed in the context of biomedical
image processing with very good results. Vesselness is defined as [6], [11]:


2
2 2
2
2
2
T DV essel = e−λ2 /(2β λ1 ) 1 − e1−(λ1 +λ2 )/2c

(11)

In this paper, the constant β = 0.5 as in [6]. Experiments showed that this constant is important and
its value is dependent on the scale of gray values.
The value for c, proposed in [6] is c = 15 specific to pixel intensities I(p) ∈ [0, 255]. In our
implementation, the pixel values were normalized, I(p) ∈ [0, 1] so the constant c = 0.04.
One can directly compute the vesselness from the structure tensor but in the method proposed here,
we first filter each of the tensor elements with a locally adaptive kernel.
C. Local convolution enhancement
The idea behind using the local convolution is to integrate the responses along a certain direction.
Correlated signals get amplified while spatially uncorrelated signals get smoothed out. Although the
concept is similar with bilateral filtering, here, we employ a 2D steerable kernel.
For each pixel in the image, the local kernel is a 2D-oriented Gaussian. Based on the structure tensor,
for each pixel, we compute a local orientation and a shape factor for the kernel.
The 2D-oriented Gaussian kernel is defined as:
g(x, y) = exp(−π((x cos θ + y sin θ)/σ 2
+(−x sin θ + y cos θ)/(σρ)2 ))

(12)

The σ parameter is fixed for the entire image but the scaling factor ρ and the orientation θ are computed
for each pixel. The angle parameter is computed using Eq. (10). Parameter ρ ∈ (0.01, 1] gives a form
factor for the kernel. A value close to 1 will produce a symmetric kernel. Values close to the lower bound
will shrink the kernel perpendicular to the direction θ. In Fig. 2, top left, the kernel has a ρ close to 1.
The kernel in the bottom left part of Fig. 2 has a ρ close to 0.1.
To properly integrate the image, one needs to use elongated kernels in regions with curvilinear features
and relatively symmetrical kernels in homogenous regions. Examining the eigenvalues, one can assess
the type of structures found in the studied vicinity [1]. Inspired by the work of Takeda et al. [15], we
computed the intensity of local anisotropy using s1 and s2 singular values.
In a region of an image where no dominant direction is present (random noise or fairly uniform
background), the s1 and s2 values will have roughly the same values. When a dominant orientation is
present, s1  s2 . The greater the anisotropy, the greater the difference between s1 and s2 .
January 6, 2016

DRAFT

DRAFT PAPER. FOR FULL, FINAL PAPER, VISIT: HTTP://DX.DOI.ORG/10.1109/TIP.2015.2447451

9

We define the ratio r between s1 and s2 as:
r = (s1 + c)/(s2 + c) − 1

(13)

where c is a large constant, in our implementation, 102 orders of magnitude above the usual values for
singular values. We want this measure to monotonically increase with the anisotropy but avoid becoming
degenerate for extreme values (s2 ≈ 0).
It is desirable to have narrow kernels in regions where the features of interest are located. However,
one can have both low and high energy regions containing features of interest. The low energy features
will yield low r values while the high energy ones will exhibit strong responses (See Fig. 1). If the shape
of the kernel would be directly obtained from r then some of the features of interest will be smoothed
out by a symmetrical kernel as shown in Fig 2, top row. Ideally, both the weak and strong features should
be integrated using highly elongated kernels and only the noise (or homogenous regions) are smoothed
out with a symmetrical kernel as illustrated in Fig. 2, bottom row.
To obtain such an effect, we introduce a threshold t for r values. If p is a pixel, any value r(p) > t
will be truncated to t. Depending on the particular choice of t, low energy and high energy features will
receive the same treatment as shown in the bottom row of Fig. 2.
More formally, let r̄ = mean (r) and σr = stdev (r) be the mean and standard deviation for the r
values over all pixels. Then,
t = r̄ + T σr

(14)

rt = min(r, t)

(15)

ρ = 1 − rt / max(rt ) ∗ 0.99

(16)

The most important parameter of the proposed method is the regularization parameter T from which
the threshold t is derived using Eq. (14).
The threshold T does not depend on the content of a particular image because the r̄ + T σr quantity
is expressed in terms of mean and standard deviation.
The proposed method has two parameters, the width of the window (from which the σ parameter is
derived) and the threshold T . Looking at the Eqs. (13) - (16) one can note that the values of the scaling
parameter ρ depend on the intensity of the anisotropy in the examined region.
Lower anisotropy (that is, isotropic regions) will be smoothed with a symmetric kernel. Conversely,
high anisotropy will give high values for r. Eq. (15) will keep them at threshold t if they are too high
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Fig. 1. Three regions with some features and the r values for each region: Up: (A) Anisotropic region with a low energy feature
(B) Anisotropic region with a high energy feature(C) Relatively homogenous region with strong energy. Down: The r values
for a pixel in the middle of each region. The dotted line represents the t value used for regularization

A

B

C

Fig. 2. Shape of the local kernels for an (A) anisotropic region with low energy, (B) anisotropic region with high energy, and
(C) relatively homogenous region with strong energy. Up: The kernel shapes without the regularization of r. Down: The kernel
shapes after regularization.

and Eq. (16) will ensure values close to 0 for ρ. As a result, the region will be filtered with an elongated
Gaussian kernel. The elongation direction is perpendicular to the dominant direction in the region.
We identified three types of regions in the image. First, we have the feature of interest, the element
which we want to detect and which ideally has strong responses to the bandpass filters. It could be a
ridge or an object boundary. Then, we have artifacts that give strong responses to bandpass filters but
they are not objects of interest. The third element is noise that also assimilates the textural appearance
of a region. Ideally, the bandpass filters will have weak responses to the noise.
Regularization is useful when we have weak features combined with either strong features and/or strong
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artifacts/noise. Regularization will ensure that ρ will be close to 0 even if the local anisotropy is not
strong. This will preserve weak features but will also have lower noise filtering capabilities because noisy
regions will also get a fairly elongated kernel (Fig. 2 right column). High values for the T parameter
basically prevent regularization from taking place. A balance must be found between noise filtering and
suppressing low energy features.
The difference between singular values s1 and s2 depends on local anisotropy and on the local energy
in the region [17]. When applying the proposed method (and in general, low level methods) on an
image, the weaker features will be suppressed by more energetic features of interest. Higher level imageprocessing algorithms can (and usually will) detect these low energy regions as valid features (hysteresis
edge tracking, model matching, etc).
In Takeda et al. [15], the steering kernel has an additional parameter, a locally adaptive scaling parameter. There is no concept of regularization of the kernel’s shape factor. Another fundamental difference
is that the authors developed an iterative framework for noise reduction and image reconstruction while
in this paper, we aimed at computing low level magnitude and orientation descriptors. However, as a
byproduct of our proposed method, the oriented Gaussian kernel can be used to smooth the original
image and thus, perform an anisotropic filtering with edge preservation.
In the experiments presented in this paper, we used numerical optimization with respect to a performance measure to get the best values jointly for T and for the kernel standard deviation (window
dimension). In the next section, we will show how the T parameter affects feature detection and the noise
levels. We also give some typical values for the parameter in the context of real and simulated images.
IV. E XPERIMENTAL R ESULTS
Three main experiments were performed here. The first two experiments compared the enhanced
tensor with existing state-of-the-art detection methods. The first experiment was on simulated images,
where the ground truth is known. The second experiment used real images, where the ground truth
is manually delineated by a human expert. The third experiment employed the proposed method in a
practical application in the field of non-invasive medical diagnosis [7].
In an image-processing task, detecting local magnitude and orientation is just a first step towards
achieving the goal of recognition, detection, etc. We also have mid-level techniques like edge detection,
tracing, and segmentation. It is important to note that each of these steps has an impact on the final
performance of the system. Moreover, each of the previous tasks took a different path towards their goal.
In this paper, we focused solely on low level features and we wanted to use a method that is able to
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objectively evaluate the performance without relying on mid-level techniques.
Every method presented throughout this paper computes a certain measure for each pixel. This measure
has high values if the pixel belongs to a curvilinear feature and low values if the pixel is in a region
without the feature of interest. The curvilinear feature detector can be viewed as a classifier that provides
a posterior probability of that pixel belonging to a feature.
To evaluate the performance of the methods with respect to the ground truth we used area under curve
(AUC). AUC has the advantage of not needing the actual labels but only the posterior probabilities.
Higher values for AUC (close to 1) mean better detection while rates close to 0.5 can be interpreted as
random guessing.
A. Images
1) Simulated images: In the first experiment, we tested the algorithms against simulated images where
the ground truth is well known.
Ultrasound images have a speckle appearance, with a strong anisotropic noise. The feature of interest
is a curvilinear open line (like an organ boundary) in sim-open dataset or a closed curve (mimicking,
for example, a tumor inside an organ, without clear delimitation between the organ and the tumor) in
sim-closed dataset.
To simulate these images, we have two classes of pixels: background pixels and pixels belonging to the
curvilinear region of interest. From each class we randomly selected several points, with slightly higher
probability from the region of interest. The image is convoluted with an anisotropic Gaussian kernel with
the long axis horizontal. The ratio between horizontal and vertical standard distribution is 5.5/0.9.
The generation setup simulates an ultrasound image. The feature of interest consists of correlated noise
that is slightly different from the surroundings. From Fig. 6a, 11a, and 12a, one can note the resemblance
to a medical ultrasound image.
Another simulated domain is the astronomical images where we simulated night-sky patches with satellite traces. In astronomical imaging, the pixel intensity usually follows a Poisson distribution, f (k; λ) =
λk e−λ
k! .

The features (satellite traces) can be regarded as linear; the curvature generated by their orbit

can be ignored. We took a straight line segment with random orientation and position as the region of
interest.
The pixels from the region of interest were drawn from a Poisson distribution with an λ larger than
the variance used to generate background pixels. Several stars were added to simulate the dynamic range
of the actual sky patches. See Fig. 13a for a sample from sim-astro dataset.
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TABLE I
N UMBER OF IMAGES FOR EACH DATASET

Dataset

Domain

Volume

eco

Liver ultrasound images

150

metal1

SEM images

50

metal2

SEM images

50

astro

Sky patches

10

For each dataset we generated 500 images.
2) Real images: In the second experiment, we used images from three different domains. For each
domain, certain features must be detected. For each dataset, a human expert from the corresponding
specialty (physician, metallurgist) manually delineated the features of interest for each image in the test.
In the first subset, denoted by eco tag are medical ultrasound images of the liver. The images were
acquired with a 5.5-MHz probe from patients having various pathologies. The images were pre-processed
by an inverse polar projection so the useful area of the image is rectangular. The details of this projection
can be found in Vicas et al. [7], [14]. For this set, we aimed at detecting the liver edges and the
anatomical structures inside the liver that might be captured on the image. Figure 14a shows a polar
projected ultrasound image and in Fig. 14b is the delineated ground truth.
In the second domain, with metal1 and metal2 sets, are images of chemically treated steel sheets
examined under scanning electronic microscope (SEM). The features here are the crystal edges. The
difference between these groups is the magnification on which the image was acquired. The first group
metal1 has a resolution of 10 pixels per µm. The images in the second group were acquired at a resolution
of 50 pixels per µm. These groups were treated separately because the features exhibit a different visual
aspect, depending on the magnification. Samples from these groups are in Fig. 15a and Fig. 16a.
In the third domain, giving the astro set, are patches of the night sky. The features of interest are
the satellites [18], [19]. The camera shutter was kept open for several seconds while a dedicated fixture
compensated for the Earth’s movement. As a result, the camera was fixed with respect to the stars. The
satellite, which is mobile with respect to the stars, will mark the image with a short exposed trail. In this
set, we included patches that were manually cut from the captured image (Fig. 17a).
Table I shows the number of images from each dataset.
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Fig. 3. (a) Best isotropic and anisotropic inhibition performances for studied datasets; (b) RKMT kernel performance compared
with triangular and Gaussian kernels

B. Algorithms
State-of-the-art curvilinear methods implemented here are liver capsule detection [14]; non-classical
receptive field inhibition [2]; wide line detector [3]; RKMT kernel [5]; and phase congruency-based tensor
[6].
Most of the methods have certain variants, each one yielding a slightly different performance. We
begin by presenting the performance of these variations obtained on a small image subset. For the nonclassical receptive field inhibition method there are two types of inhibition, anisotropic and isotropic.
For our datasets, the anisotropic inhibition yields better results: Fig. 3a. For RKMT kernel, this method
yields better performances for RKMT kernel and worst for Gauss kernel as shown in Fig. 3b. A notable
exception is the astro dataset where the hierarchy is reversed. However, for the following experiments,
only RKMT kernel was evaluated.

C. Comparison with other methods on simulated images
In this section, we studied how well the magnitude and orientation measure provided by the detection
methods matches the known golden truth. We also show the importance of choosing proper parameters
for the local convolution enhancement.
For each image set, we randomly split the images in two folds: training fold with 50 images and
test fold with 450 images. The evaluation of the method’s magnitude responses follows the methodology
presented in Appendix A. The results for each dataset and algorithm are depicted in Fig. 4. Typical values
for the T parameter are in 1.5 – 2.5 interval for sim-closed and 0.5 – 1.5 for sim-open set and 1 – 2 for
sim-astro. Sample results are shown in Fig. 11 to Fig. 13 and in Table II are the performance values for
each sample image.
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Fig. 4. Box plots with the performance of each algorithm for (a) sim-open; (b) sim-closed; and (c) sim-astro dataset. The
algorithms are (A) RKMT kernel method; (B) liver capsule detection method; (C) wide line detector; (D) anisotropic inhibition;
(E) phase congruency-based tensor; and (F) structure tensor with local convolution

TABLE II
P ERFORMANCE (AUC) FOR EACH SAMPLE IMAGE ( FROM SIMULATED DATASET ) AND DETECTION METHOD

Algorithm name

sim-open

sim-closed

sim-astro

RKMT kernel method

0.758

0.890

0.950

Liver capsule detection method

0.438

0.860

0.984

Wide line detector

0.665

0.782

0.869

Anisotropic Inhibition

0.879

0.894

0.877

Phase congruency-based tensor

0.562

0.601

0.870

Local convolution

0.949

0.964

0.954

Another aspect investigated here was how well the methods detect the dominant orientation for each
pixel on a simulated image. Some methods compute this orientation directly, whereas others select the
dominant direction from a fixed set of values. The orientation response of each method is evaluated by
comparing each method’s responses with the ground truth.
For the simulated images presented above we know the orientation at each point of the boundary. Box
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Fig. 5. Mean orientation errors for each algorithm and each simulated image set. Each image generates one point in the box
plot. Datasets: (a) sim-open, (b) sim-closed, and (c) sim-astro. Algorithms: (A) RKMT kernel method; (B) liver capsule detection
method; (C) wide line detector; (D) anisotropic inhibition; (E) phase congruency-based tensor; and (F) structure tensor with
local convolution
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Fig. 6. (a) Test image for orientation responses. (b) Box plot representing the orientation errors for each pixel on the sinusoidal
curve and for each algorithm. (A) RKMT kernel method; (B) liver capsule detection method; (C) wide line detector; (D)
anisotropic inhibition; (E) phase congruency-based tensor; and (F) structure tensor with local convolution

plots with mean error for each of the three simulated datasets are depicted in Fig. 5. The error at each
position is computed using Eq. (17).
We also generated a synthetic image that has a sinusoidal feature and a strongly oriented noise. Along
this sinusoidal line, we randomly selected several points with some probability. The intensity of the
selected points is affected by a linear gradient (Fig. 6a). The rest of the generation setup simulates an
ultrasound image as presented in Section IV-A1.
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(c)

Fig. 7. Synthetic image with 5 vertical stripes and strong noise. (a) Original image. The middle stripe is the ground truth. (b)
Magnitude image after bandpass filtering. (c) Vesselness after applying local convolution.

The center of the sinusoidal path is known and will give the ground truth for the orientation. Only
pixels along this path will be evaluated. For each pixel, we compute the error using:
Err(p) = | sin(GT (p) − O(p))|

(17)

The O(p) is the method’s orientation response at pixel p and GT (p) is the ground truth orientation for
that pixel. The error computed in this manner will give the value of 1 when the computed direction is
normal to the actual orientation, and 0 if they are in the same direction. Fig. 6b shows the results. The
proposed structure tensor-based method shows a lower median when compared with other methods.
The results on sim-closed dataset show the superior performance of the proposed method. The images
are fairly complex (Fig. 12) with low contrast, strong noise and irregular shapes. At visual inspection,
only local convolution detects a contour which resembles the original shape of the object. Anisotropic
inhibition uses a spatially large kernel that replaces the circular contour with a series of straight lines.
Ignoring this aspect, the method produced a stronger response on the object edge than inside or outside
of the object.
On astro dataset, almost all methods yielded good results with the exception of wide line detector and
phase congruency tensor. Fig. 13 shows how the wide line detector enhances both the desired feature and
the background noise. The explanation is that the wide line detector exposes all lines that are narrower
than the method’s tuning parameter [3] and has no bandpass capabilities. The proposed method shows its
advantages on convoluted borders while on fairly linear structures, it yields the same level of performance
as with other methods. Because of the additional adaptive smoothing step, the method can afford to filter
the image with narrower kernels and hence, preserve the spatial localization of the features.
Local convolution enhancement has two parameters: smoothing window size and edge threshold T .
The effect of varying the window size is intuitive. A larger value will produce a stronger smoothing. T
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Fig. 8. AUC values when varying the T parameter. At T ∗ we obtained the best performance value for AUC
0.7
0.65

Noise SD after the bandpass filtering
Noise SD after the Local Convolution
Optimal T value

SD values

0.6
T*

0.55
0.5

T*

0.45
0.4
0.35

0

1

2

3
T value

4

5

6

Fig. 9. Noise standard deviation for the image after applying local convolution for various T values. For reference, the noise
SD is plotted for the magnitude image right after bandpass filtering. In this figure the SD values were normalized by the mean,
for comparison.

has a more subtle effect. To exemplify the action of T , we devised a simulated image with 5 vertical
stripes with increasing intensities. The ground truth is the middle stripe (Fig. 7). Figure 8 shows the AUC
values w.r.t. to T parameter.
We took an image region containing only noise, without any vertical stripes, and computed the standard
deviation. We graphically compared the noise SD values in the magnitude image with values obtained
after applying local convolution (Fig. 9). The noise SD decreases as the T values increase. A larger T
will let the ρ get closer to 1 (Eq. (16)) so the noise will be filtered by a regular 2D Gaussian kernel.
Noise reduction is a desired effect but unfortunately, a symmetric kernel means that the useful signal
will also get filtered. In practice, one needs to find a balance between noise reduction and keeping the
useful features. Fig. 7c shows how an appropriate value for T prevents the stronger “noisy” edges to
overcome the weaker “feature” edge. For T < T ∗ the noise is not filtered enough so the energy responses
for the noise are comparable with those for the desired feature. For T > T ∗ values the useful feature is
filtered with a wider kernel resulting in a lower signal strength. Both cases yield low AUC values.
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D. Comparison with other methods on real images
We compared the performance of the presented algorithms on each dataset. The ground truth was
manually delineated by an expert.
We used 5-fold cross validation (CV) for these experiments to ensure a good performance estimate
of tested algorithms even if the number of available images was low. The evaluation methodology is
presented in Appendix A.
For each problem, there are box plots depicting the performance of each algorithm (Fig. 10a – 10d). The
proposed method and non-classical receptive field inhibition method perform similarly in all 4 datasets.
In astro set the results from the proposed method are grouped closer to the median than for the other
methods. Sample results for each dataset are shown in Fig. 14 to Fig. 17. Table III shows the performance
values for the sample images.
One must note that the visual aspect of the image in Fig. 17h is due to high dynamic range of the
result. For clarity, we cropped the image so that the stars are not included and increased the contrast.
The visual quality of the image has increased and the results are in Fig. 17j. The performance measure
(AUC) ranks the pixels by the energy levels. The pixels in the ground truth area have greater values
than the background pixels with few exceptions, the stars. Because for AUC matters the rank and not
the absolute values, the performance measure is high despite the fact that the visual aspect is poor.
Typical values for the T parameter are in 0.5 – 2 interval for the eco set and, 0.5 – 1.5 for metal1 and
metal2 set. For the astro set, typical T values are in the 0.1 – 0.5 range.
Several algorithms (including local convolution) have comparable performances on every dataset. The
only exception is on the astro set where the local convolution results have a lower variance and the
median performance is numerically higher. This is a surprising result because on the simulated images,
there were several algorithms that performed well on linear features. One explanation could be that the
noise level is high. Several algorithms (including local convolution) have comparable performances on
every dataset. The only exception is on the astro set where the local convolution results have a lower
variance and the median performance is numerically higher. This is a surprising result because on the
simulated images, there were several algorithms that performed well on linear features. One explanation
could be that the noise level is high.
Local convolution is unable to smooth out the stars but creates a sufficient difference between the
satellite track and the background so there is a useful detection. Other methods (wide line detector and
anisotropic inhibition) that enhance the satellite track also emphasize the background noise. Another
observation is that the dynamic range of the output image is very high in the case of local convolution,
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Fig. 10. Box plots with the performance of each algorithm for (a) eco; (b) metal1; (c) metal2; and (d) astro datasets. The
algorithms are (A) RKMT kernel method; (B) liver capsule detection method; (C) wide line detector; (D) anisotropic inhibition;
(E) phase congruency-based tensor; and (F) structure tensor with local convolution

TABLE III
P ERFORMANCE (AUC)

FOR EACH SAMPLE IMAGE ( FROM REAL IMAGES ) AND DETECTION METHOD

Algorithm name

eco

metal1

metal2

astro

RKMT kernel method

0.765

0.817

0.814

0.830

Liver capsule detection method

0.794

0.894

0.879

0.900

Wide line detector

0.818

0.813

0.811

0.743

Anisotropic inhibition

0.826

0.913

0.861

0.923

Phase congruency-based tensor

0.754

0.846

0.717

0.790

Local convolution

0.843

0.933

0.895

0.951

probably because of the high contrast artifacts (stars).
E. Practical applications
In this section, we replicated the labeling experiment presented in [7]. The authors proposed a labeling
method that discriminates between images acquired from the left and the right sections of the liver. We
reproduced these experiments with few modifications. First, the liver features are detected using tensorJanuary 6, 2016
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based approach. In [7], the authors counted the selected pixels. Here, we sum up the magnitude measures
that the proposed method provided. Another difference is that the method parameters are optimized using
the methodology described here (on eco dataset) and not using human expert scoring. The classifier,
Support Vector Machines (SVM) was trained on the same manually labeled set of images containing
1000 samples.
In the original paper [7], a trained radiologist verified the 5000 image set and counted the incorrectly
labeled images. He noted an error rate of 0.92%. We compared the labeling results of our method with
the original method on the same test set of 5000 images. We assessed the performance by noting the
percentage of agreement between proposed and existing method. Human experts are a scarce resource
and we employed them to delineate the ultrasound images in the eco dataset. For the 5000 dataset we
obtained an agreement of 99.68%.
V. C ONCLUSION
In this study, we investigated several methods to detect curvilinear structures in a cluttered, noisy
environment. Our approach is based on structure tensor and we proposed a supplementary step to further
enhance the information provided by the structure tensor. The proposed method constantly yields excellent
results when comparing the magnitude of detected pixels with the ground truth. The orientation for each
pixel is also accurate. Detected low level measures for each pixel can be reliably used in other higher
level tasks. There are however some disadvantages to the proposed method. Being a locally adaptive
method, one encounters a high computational cost, much higher than pure convolution based methods.
Experiments showed that non-classical receptive field inhibition method proposed by Grigorescu et al.
[2] gives a very good performance for the magnitude. Anisotropic inhibition, inspired from mammalian
vision, is a very powerful instrument. In this paper, we used 12 directions (as proposed in the original
paper) to achieve these results. Experiments performed with fewer orientations produced less desirable
results. The method gives discrete results for orientation. This can be a severe drawback especially when
accurate orientation estimations are needed.
Phase congruency-based approach yielded unexpectedly low results for magnitude and orientation
despite the fact that phase congruency is a powerful method for general image-processing tasks. One
reason might be that the method cannot be tuned to a specific resolution. Phase congruency-based methods
detect the strongest feature among several scales. The curvilinear features in our domains have a certain
scale, that is dependent only on the underlying physical medium and is constant throughout the domain.
Artifacts can occur with various intensities at any scale.
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As with other low level methods, local convolution poses no assumptions for the image content. Such
assumptions can make tremendous impact on the performance both in a good way (if the domain really
has the assumed properties) and in a bad way (if the suppositions have no support in the data). For the
proposed method one can expect predictable performance when the local assumptions (signal is correlated
but the noise is not) are met. The useful signal can be enhanced further by imposing global constraints
on the images. One such constraint is that the satellite traces in Fig. 17 must be linear. Of course, the
stars will not meet this requirement and will be filtered from further processing.
A future research direction is to use higher level constraints to further enhance the lower level features.
Of course, this must be done in a domain specific way and for some applications such constraints might
turn out to be very difficult to derive.
A significant source of bias in the results is the ground truth. Human experts are known to be lazy
(they do not exhaustively label all the features) and error prone (not all labeled pixels belong to a feature
and some pixels that belong to a feature are marked as background). We approached this source of bias
by introducing simulated images where the exact ground truth is known. Simulated images have the
disadvantage of oversimplifying the simulated domain.
The practical application for this method, labeling the ultrasound images, yielded excellent performance
when compared with the existing method. The small error rate of 0.32% could be attributed to the
variability of retraining the SVM classifier. Unfortunately, the experts were not available to independently
assess all 5000 images in the test set.
This work proposed a structure tensor based approach that adapts to the local structure of the image.
We evaluated the method on three different domains using a robust evaluation methodology. The proposed
method gives accurate low level descriptors (magnitude and orientation) for each pixel, better than most
state-of-the-art methods. Practical applications of the method are in the field of medical ultrasound
imaging.
The proposed method is not tailored only for ultrasound imaging, and experiments on datasets from
other fields show promising improvements. We ensure reproducibility of the results by providing all the
implemented software and test images [20].
There are several directions that are worth exploring in the future. The first is related to convolutional
neural networks (CNNs). It seems that CNN approaches are slowly taking over the image-processing
field, being applied in segmentation [21], recognition [22] [23], and image annotation/retrieval tasks [24].
CNNs have the advantage given that the input is the raw image. The drawback is that training a CNN
requires a lot of data. This might be a problem when acquiring labeled data that are expensive. In addition,
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Fig. 11. Simulated ultrasound images sim-open with an open curvilinear feature. (a) original image; (b) ground truth. Results
from algorithms: (c) RKMT kernel method; (d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition;
(g) phase congruency-based tensor; (h) structure tensor with local convolution; and (i) smoothed image by local convolution

CNN’s usually tend to consume major computing power. In recent years, progress has been made that
enabled deep learning approaches to perform quick object detection under dynamic environments [25].
This approach could be useful when working with real-time applications (ex. real-time medical ultrasound
image processing).
For future enhancements, we want to include promising bandpass filters, namely bi-Gaussian functions
[26]. Running times could be reduced by approximating the local steerable Gaussians with separable
filters by finding the dominant parameter sets for the local convolution (ex. by clustering) and then by
performing the convolutions only for those dominant sets.
A PPENDIX A
The performance evaluation methodology is derived from machine learning (ML), particularly supervised learning [27].
Given an image, we considered each pixel as an instance that will be labeled by the classifier. The
ground truth will provide the true labels for each pixel. Pixels that have been marked were considered
positive samples (as they needed to be detected) and the unmarked pixels, the negative samples. The
class distribution is imbalanced at best. For some images, one can only have a few pixels marked as
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Fig. 12. Simulated ultrasound image (sim-closed) with a closed curvilinear feature resembling a tumor. (a) original image; (b)
ground truth. Note that only the boundary is marked as GT, not the entire structure. Results from algorithms: (c) RKMT kernel
method; (d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition; (g) phase congruency-based tensor;
(h) structure tensor with local convolution; and (i) smoothed image by local convolution

positive (5-10%).
In the following, we describe the pixel labeling problem as a supervised learning task. The classification
performance was evaluated using area under curve (AUC) [28], which can handle skewed data.
Although, traditionally, the AUC is defined for binomial distributions, in this paper, AUC was computed
using Mann-Whitney-Wilcoxon test [29] [30]. This method allowed us to consider only the posterior
probabilities provided by the classifier without the need to compute the actual label. At closer look, one
can see that in fact, the method requires only the relative ordering of these posterior values and it does
not require that the measures for the pixels are proper probabilities.
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Fig. 13. Simulated astronomical image (sim-astro) (a) original image; (b) ground truth. Results from algorithms: (c) RKMT
kernel method; (d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition; (g) phase congruency-based
tensor; (h) structure tensor with local convolution; and (i) smoothed image by local convolution

Let N+ and N− the number of (true) positive and negative samples, Yi+ is the posterior probability
for the positively classified instance and Yi− for the negatively classified. Let C[cond] denote the number
of times the condition cond holds true. Then, the AUC is:
[
AU
C=

N+ N−
1 XX
(C[Yi+ > Yj− ]
N+ N−
i=1 j=1

(18)

+ 0.5C[Yi+ = Yj− ]

Keeping the analogy with ML field, each detection method has certain parameters. These parameters
control how the detection method will compute the posterior values for each pixel. Some are continuous
(filter bandwidths, tuning frequency), some discrete (values are expressed in pixels), and some are
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Fig. 14. Sample from the eco dataset. (a) original image; (b) ground truth. Results from algorithms: (c) RKMT kernel method;
(d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition; (g) phase congruency-based tensor; (h)
structure tensor with local convolution; and (i) smoothed image by local convolution

categorical (tensor descriptors, type of bandpass filter, etc.). These parameters are what our “classifier”
will learn from the training samples.
To optimize the parameters with respect to an image, we minimize the function err
err(α1 , ...) = 1 − AU C [f (I, α1 , ...), GT ]

(19)

where α1 , α2 , ... are the parameters for the detection method, f (I, α1 , α2 , ...) represents the actual
detection method that accepts an image I , a set of parameters and returns a measure for each pixel.
The AU C(I1 , I2 ) computes the AUC using Eq. (18) for the posterior probabilities I1 and ground truth
I2 . A natural way to optimize for continuous parameters is through gradient descent. We employed here
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Fig. 15. Sample from the metal1 dataset. (a) original image; (b) ground truth. Results from algorithms: (c) RKMT kernel
method; (d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition; (g) phase congruency-based tensor;
(h) structure tensor with local convolution; and (i) smoothed image by local convolution

an off-the-shelf optimization package for constrained nonlinear multivariate functions. The gradients were
computed numerically.
We expected that the error function will have multiple local minims. To increase the chances of finding
the global local minima of the err function, we executed the optimization procedure 40 times, each time
setting a different random initialization point.
Discrete and categorical parameters were optimized by exhaustively iterating through a set of values.
The iterations were nested so each combination of values is tested. Inside the innermost loop, we executed
the numerical optimization procedure for the continuous parameters.
We wanted to optimize the method for a specific domain, not only for one image so we applied the
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Fig. 16. Samples from metal2 dataset. (a) original image; (b) ground truth. Results from algorithms: (c) RKMT kernel method;
(d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition; (g) phase congruency-based tensor; (h)
structure tensor with local convolution; and (i) smoothed image by local convolutionn

optimization procedure to a set of images. For each image in the set and for each parameter combination,
we computed the err. The optimization method will minimize the mean error for the image set. Similarly,
when we wanted to evaluate the performance of a “trained” method on a set of images, we computed
the err for each image in the set and reported the mean value.
In practice, any detection method will need to detect pixels from unknown, previously unseen images.
To assess the performance of our methods on such data we used 5-fold cross validation. We collected
the prediction performances for each train and test fold. We reported the mean training performance and
mean test performance. For each fold we also reported the best parameter set identified for that specific
fold. We ranked the algorithms according to their numerical performance on various datasets.
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Fig. 17. Sample from the astro dataset. (a) original image; (b) ground truth. Results from algorithms: (c) RKMT kernel method;
(d) liver capsule detection method; (e) wide line detector; (f) anisotropic inhibition*; (g) phase congruency-based tensor; (h)
structure tensor with local convolution*; (i) smoothed image by local convolution* and (j) structure tensor result cropped and
contrast adjusted so the stars are removed. On images marked with (*), we applied gamma correction (same values) for better
visualization. The results are computed on unchanged images.

Cross validation is known to produce a good estimate of performance but underestimates variability
[31] so we did not report the variability component. Instead, we chose to display the results as box
plots, each image contributing with a value to the graph. We graphically depicted the median, 25-75th
percentiles, 5-95th percentiles, and the outliers.
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