
Explainable Artificial Intelligence for Person Identification

Abstract—There is an increasing demand in artificial intelli-
gence literature for explainable models in various applications.
We interleave here explanations generated both from black box
models with from white box models. To achieve this we employ
i) a local model-agnostic technique (LIME), ii) a theoretic game
approach (SHAP), iii) an example-based explanation technique
(ExMatchina), iv) and a model-specific method (KTrain). First,
we extract features from images in order to train a white-box
model and deploy explanation methods that work with tabular
data. Second, we take advantage of transfer learning and
fine-tuning to train black-box models and deploy image-based
explanations methods. We aim to increase the interpretability
of the system by providing users logical explanations. We use
the results to determine whether or not decisions are valid
or if explanations are viable. Although many explanations
techniques have been developed, there are no appropriate
performance metrics to evaluate them. We propose two metrics
to evaluate explanations quality. Based on these metrics, we
demonstrate that LIME is unstable as it generates different
explanations for same instance at multiple runs. Advantages
and disadvantages of explanations techniques are also discussed
and a user-grounded evaluation is performed. The evaluation
study reveals that several explanation techniques were pre-
ferred by participants, followed by features listing, example-
based explanations and pixel-based explanations.

Keywords-explainable artificial intelligence, black-box, white-
box, interpretability, explanation methods, explanation quality

I. INTRODUCTION

Explainable artificial intelligence (XAI) has become a
significant issue due to many intelligent systems that require
transparency in decision making. In medicine or justice,
explainability is a necessity under GDPR laws. Automated
decision-making systems that make critical decisions must
provide explanations to motivate their choices. Moreover,
there is a trade-off between accuracy and interpretability.
White-box models are more interpretable, but less accu-
rate, while black-box models increase accuracy with the
disadvantage of decreasing the interpretability. Different
techniques for generating explanations were developed. The
goal is to build an intelligent system that is both accurate
and explainable.

Great success in artificial intelligence in recent years has
led to an explosion of XAI applications. In finance, a bank
must provide explanations regarding decision making be-
cause each customer has the same rights in terms of granting
a loan and cannot be discriminated based on certain features.
In medicine, decisions are crucial because they can endanger
the health of patients if inappropriate treatments are applied.
In justice, persons identification is a very common task that

needs to be accurate and justified as it can affect persons’s
lives and lead to significant consequences.

Another advantage of explainable artificial intelligence
is the ability to visualize how a particular model make
certain predictions and understand how data is used to make
decisions. Based on the explanations, the model can be
improved by adjusting training data, refining attributes or
even changing the architecture.

Explainable artificial intelligence techniques not only im-
prove transparency and interpretability of models, but can
also build confidence and trust in the model and its output
in the eyes of users. This is crucial in environments where
an automated system can take decisions that bring financial
or reputational risks.

We begin with the system architecture in Section II. In
Section III, various experiments were drawn in order to
analyze and interpret logical explanations provided to the
user. In Section IV, two types of evaluation are performed:
evaluation based on user feedback and evaluation based on
proposed quality metrics. Finally, related work is discussed
in Section V, while conclusions are drawn in Section VI.

II. SYSTEM ARCHITECTURE

A. Proposed Explainable Prediction Framework

We aim here to enhance person identification systems with
interpretability. Particularly, we extend the mentalist agent
in [1] with an explanation module. The agent in [1] identi-
fies persons from DBpedia based on features automatically
extracted from images using different heuristics. We aim to
improve the system by adding and combining two types of
explanations.

First, we generate explanations based on the tabular data
used to identify the person. Second, we build a data set
containing many images of the same person. Based on
this data set, the person is re-identified by training neural
networks. In the next step, pixels-based explanations are
computed. Finally, the system returns the explanations and
the user is able to visualize combined explanations. In our
approach, the decision is delegated to the user which rely
on the computed explanations.

The system architecture is depicted in Figure 1. Several
techniques for both tabular data and images will be com-
pared and evaluated in next sections. Algorithm 1 simulates
the system behavior. Best explanation method is selected
based on proposed metrics in subsection IV-B related to
the quality evaluation. If more than one method fulfill these



Figure 1: System architecture

conditions then the techniques will be selected using another
criteria such as user rating.

B. Data Acquisition and Processing

We use three data sources for image collection: i) au-
tomatic extraction from DBpedia, ii) public datasets such
as FaceReco1 that contains images of 50 people that are
represented by 15 color images taken in two or three
sessions, and iii) Kaggle celebrities dataset.

The available images are given to a feature extractor
which outputs some high level features such as age, hair
color, eyes color, skin color, gender. For instance, given the
three images from Figure 2, we extract 26 features. We used
binary values for each features: true (t) false (f ), male (M ),
female (F ), small (S), big (B). The person from the left most
picture P01 is recognised as age > 50 (line 3), no moustache
(line 4), no beard (line 5), sideburns and glasses have been
identified (lines 6 and 7), or black eyes (line 19). We also
use confidence values associated to each identified feature.
Since some learning algorithms can not handle numerical
values, these confidence values are translated into categorical
features.

For feature extracting, we used three technologies: Mi-
crosoft Azure services2, EyeRecognize Face Detection3,
which detects skin color and other attributes with a higher
accuracy, and the work of Maheshkar et al. [2] for geometric
measurements such as the area measures of eyes, nose and
mouth are computed.

1http://www.anefian.com/research/face reco.htm
2https://azure.microsoft.com/en-us/services/cognitive-services/
3http://eyerecognize.ai

Figure 2: Extracting features from images

Feature Values P 01 P 02 P 03
1 Age[0-25] 〈t, f〉 f f f
2 Age[25-50] 〈t, f〉 f t t
3 Age[>50] 〈t, f〉 t f f
4 FacialHair[Moustache] 〈t, f〉 f f f
5 FacialHair[Beard] 〈t, f〉 f f f
6 FacialHair[Sideburns] 〈t, f〉 t f f
7 Glasses 〈t, f〉 t f f
8 Hair[Bald] 〈t, f〉 f f f
9 Hair[Visible] 〈t, f〉 t t t
10 HairColor[Blonde] 〈t, f〉 t t f
11 HairColor[Black] 〈t, f〉 f f t
12 HairColor[Brown] 〈t, f〉 f f f
13 HairColor[White] 〈t, f〉 f f f
14 HairColor[Other] 〈t, f〉 f f f
15 Accessories 〈t, f〉 t f t
16 Marks 〈t, f〉 f f f
17 EyesColor[Green] 〈t, f〉 f f f
18 EyesColor[Blue] 〈t, f〉 f t f
19 EyesColor[Black] 〈t, f〉 f f t
20 EyesColor[Brown] 〈t, f〉 t f f
21 Gender 〈M,F 〉 M F F
22 Lips 〈S,B〉 S B B
23 Nose 〈S,B〉 S B B
24 SkinColor[Light] 〈t, f〉 t t f
25 SkinColor[Medium] 〈t, f〉 f f f
26 SkinColor[Dark] 〈t, f〉 f f t



Data: I – image dataset
m1, m2 – evaluation metrics for explanations
Result: expls – ranked list of explanations
I ← 〈name, img〉
expls← []
F ← getApiFeatures();
forall img ∈ I do
〈name, img,F〉 ←− applyApi(img);
persons.add(〈name, img,F〉);

end
p← generateRandomPerson(persons);
bestTabmetric ←
getBestMetric(persons, whiteBoxM);
predperson ←
predict(whiteBoxM, bestTabmetric, p);
bestTabmethod ←
computeBestTabXAIMethod(m1,m2);
prefTabmethod ←
computeBestTabMethodFromUserRating();

if bestTabmethod.length() == 1 then
expls+ =
getExps(whiteBoxM, predperson, bestTabmethod);

else
expls+ =
getExps(whiteBoxM, predperson, prefTabmethod);

end
predperson ← predict(blackBoxModel, p);
bestImgmethod ←
computeBestImgMethod(m1,m2);
prefImgmethod ←
computeBestImageMethodFromUserRating();

if bestImgmethod.length() == 1 then
expls+ =
getExps(blackBoxM, predperson, bestImgmethod)

else
expls+ =
getExps(blackBoxM, predperson, prefImgmethod)

end
return expls

Algorithm 1: Interleaving explanations from tabular data
with those from images

C. Explanation types

Jeyakumar et al. have illustrated three explanations tech-
niques [3]. First, model-transparent approaches (e.g. Grad-
CAM++ [4] and saliency maps [5]) that determine which
input features triggered key activation within a model’s
weights. Second, model-agnostic approaches treat the model
as a black-box and approximate a relation between the input
sample and the output prediction. Third, example-based
methods generate most similar samples from the training

Figure 3: LIME explanations on tabular data

dataset based on some metrics.
We focus here on two model agnostic approaches, i.e.

LIME [6] and SHAP [7]), and the example-based method
ExMatchina [3], and KTrain. LIME [6] is a model-agnostic
technique that provides local explanations using a local
surrogate model trained on perturbations of the data point
being explained. SHAP [7] is a game theoretic approach that
assigns an importance value for each feature in a specific
prediction. It treats the machine learning prediction like a
cooperative game, where the features (i.e. the players) work
together with interactions between them to bring a better
prediction. It provides both local and global interpretability.
ExMatchina [3] is an example-based explanation method
that provides the most similar instances of the training set
as explanations for a specific prediction using the cosine
similarity metric. KTrain [8] is a lightweight wrapper for
TensorFlow Keras library which allows to easily employ
accurate models and generate explanations for text, graph
and image data.

III. RUNNING SCENARIO

Let again the first sample image P 01 from Figure 2.
This will be the test image on which we will generate
explanations with different techniques in next subsections.

A. White-box model with LIME on tabular data

We applied a decision tree classifier and then we deployed
a LIME model to determine the features that contributed
the most to the prediction. The features are partitioned
into three categories: those with positive impact on the
prediction, those with negative impact, and those with no
impact. The features that had a positive impact on the pre-
diction (see Figure 3) are Accessories, Nose, Gender, Hair-
Color[Blond], FacialHair[Sideburns] and SkinColor[Dark],
while those with a negative impact on the predictions
are HairColor[Brown], HairBald, Lips and Glasses. The
features that are not listed do not have any impact on the
prediction.



Figure 4: Explaining a correct prediction with LIME

Figure 5: Explaining a wrong prediction with LIME

Two observations follow. First, we used here information
gain, but different heuristics for the decision tree generate
different explanations. Second, this white box approach
provides usefull insights into the model, but in reality it
is unstable, a sour experiments will show in Section IV).

B. Black-box model with LIME on image data

Next, we take advantage of transfer learning to gain
knowledge. We choose a pre-trained network (VGG16) and
perform fine-tuning to adapt it to our data set.

Black-box models lead to a higher accuracy, but lower in-
terpretability. As the deployed model reached 90% accuracy,
we deployed a LIME model to increase its interpretability
(see Figure 4). Top six superpixels that are most positive
towards the class with the rest of the image hidden are shown
in the top left picture. In the top right image, the superpixels
were outlined. In the bottom left image, superpixels with a
positive impact on the prediction are highlighted. The bottom
right image shows a map with explanations weights.

Pros and cons for a wrong prediction are depicted in
Figure 5 (pros in green, cons in red). One can see here
that the model does not focus on the person’s face. This is
a strong indication to the user that the model is wrong.

C. White-box model with SHAP on tabular data

Next, we applied a SVM classifier and then we deployed
a SHAP model to determine the features that contributed the

most to the prediction. In Figure 6, the red marks push the
prediction higher towards the base value, and the blue marks
do just the opposite. The main reasons for this prediction is
that the person wears glasses, has accessories, has a light
skin and his age is over 50 years. His nose size and his
hair color also pushed the prediction higher. The features
highlighted in blue, such as lips size or sideburns, pushed
the prediction lower towards the base value. Note that SHAP
is not as interpretable as LIME, but comes with summary
plots that show feature’s importance and their impact on the
prediction.

SHAP also provides a global interpretation of the whole
data set. The features are sorted based on the sum of Shapley
values for all samples in the data set. Figure 7 shows the
features importance and their impact on the existing classes.
The feature importance is drawn on the vertical axis, the
Shapley values are on the horizontal axis and the classes are
depicted through different colors. Features such as eye color,
skin color, lips, sideburns and hair color push the prediction
higher towards the base value.

D. Black-box model with SHAP on image data

We take advantages again of pre-trained networks and
fine-tuning to achieve a high accuracy. One disadvantage
of SHAP is that it uses whole data set in order to generate
explanations in contrast to LIME that builds a post-model
that allows you to visualize the changes in the output
depending on the input feature values. Explanations are
generated using a gradient-based explainer that computes
the Shapley values.

Red pixels from Figure 8 increase the probability of the
predicted class, while blue pixels reduce it. The prediction
was erroneous because the values are scatterd and do not
cover the face area. Furthermore, generating such expla-
nations is very expensive because the network is trained
each time a new explanation should be provided. The time
required to generate explanations is much longer than for
other techniques.

E. Black-box model with KTrain on image data

For this task we used a pre-trained model, a learning
rate of 7e-5 and a number of epochs that stop to increase
when validation does not improve. We obtained a accuracy
of 95.35%.

KTrain highlights the area the model focuses on when
making a prediction. The explanations for the test image
prediction are shown in Figure 9. Here, the model focused
on the person’s face to make the prediction, which led to a
correct result. However, in Figure 10 the predictions were
wrong and highlighted areas serve as good explanations.

F. Example-based explanations with ExMatchina

ExMatchina [3] generates the most representative in-
stances of the training set as explanations for a specific



Figure 6: SHAP explanations on tabular data

Figure 7: SHAP - Feature importance

Figure 8: Explaining a wrong prediction with SHAP on
image data

Figure 9: KTrain explanations on image data

prediction. Nearest examples are selected by comparing
feature activations at the last convolutional layer. The nearest

Figure 10: Explaining a wrong prediction with KTrain on
image data

Figure 11: Example-based explanation with ExMatchina

matching examples from the training set are the samples
that have the highest cosine similarity. This metric is used
in recommandation systems as it selects the most similar
instances. The explanations for the test image prediction are
shown in Figure 11. Here, top 3 representative images for
our test image are shown.

G. Explaining a specific prediction

In Figure 12, our method is exemplified on the first image
from Figure 2. First, tabular features are extracted from
that image in order to deploy a SHAP or LIME model.
In parallel, neural networks are trained and image-based
techniques are applied. Finally, the user receives information
related to what tabular features or pixels contributed the
most to that prediction and which are other representative
instances.

IV. EVALUATING EXPLANATIONS

A. Evaluation based on user feedback

Although various XAI techniques are available, it is
unclear which style of explanation is preferred by users. The
participants were asked to compare explanations methods
in different areas such as justice, medicine and finance4. A

4https://www.surveymonkey.com/r/DD6CVZT



Figure 12: Explaining a sample from the data set

Table I: Best explanations techniques based on user prefer-
ences

No Technique description
1 Combination of several techniques
2 Features listing based on tabular data
3 Example-based explanations
4 Highlighting pixels

number of 100 responses were collected from 100 partici-
pants. Among the surveyed methods, combination of many
techniques was preferred in all domains (see Table I). This
combination is followed by features listing based on tabular
data, example-based explanations and pixels-based expla-
nations. Other questions related to the trade-off between
accuracy and interpretability were raised. We found that
62.50% prefer interpretability over accuracy, and 65% would
trust an intelligent system if explanations are provided.

B. Evaluation based on explanation quality metrics

One disadvantage of user-grounded evaluation is that it
does not measure the correctness of the explanation method
and it implies a degree of subjectivity. Therefore, we propose
two methods to quantitatively evaluate the correctness of
XAI techniques.

Let the following: i) S represents the data set and n the
number of instances; ii) i represents an instance from S,
where i ∈ [1, n]; iii) E represents a set of all the explanation
vectors corresponding to all instances in the data set S; Ei
represents the explanations generated for instance i from the
data set S, where i ∈ [1, n].

Definition 1 (Stability property): For any instance of i in
the dataset S, the result of generating the explanations m

times is always the same vector Ei:

∀i ∈ S,∃Ei ∈ E s.t. generateExpls(i,m) = Ei

where i ∈ [1, n], m ∈ N
Definition 2 (Injective property of explanations): For

any two different instances from the data set S, the
coresponding explanations vectors must be different:

∀i, j ∈ S, i 6= j,⇒ Ei 6= Ej

where i, j ∈ [1, n].
If this property is not satisfied it indicates that the tech-

nique is unstable or irrelevant features have been used when
training the model.

The evaluation of proposed metrics are depicted in Table
II. Regarding the the stability property, 100 explanations
have been repeatedly generated for one instance. Since
LIME generated 100 different explanations for the same
instance, the stability property is not satisfied. For both
tabular and image data, stability metric for LIME is 0%. The
reason is that LIME randomly generates the neighbourhood
around the instance which should be explained. For SHAP,
KTrain and ExMatchina, the stability property holds and has
a value of 100%.

Regarding the injective property, explanations have been
repeatedly generated for different instances in order to
establish the number of duplicates. This property is fulfilled
by all the techniques that were discussed in this paper.

Based on these two types of evaluations i.e., user feed-
back and property-based (e.g. stability, injective), we can
adapt our system as follows. First, the users want as many
explanations as possible, we keep bot tabular-based explana-
tions and image-based explanations. Based on the proposed
quality properties of explanations, we found that LIME is be



Table II: Evaluation of proposed metrics

XAI technique Data format Metric 01 Metric 02
SHAP Tabular 100% 100%
SHAP Images 100% 100%
LIME Tabular 0% 100%
LIME Images 0% 100%
KTrain/ExMatchina Images 100% 100%

unstable for it randomly generates its neighbourhood around
the instance that should be explained. Therefore, for tabular-
based explanations could use SHAP as it is more feasible.
Regarding image-based explanations, example-based expla-
nations would be the second option from a user’s perspective
(recall Table I). Moreover, we can add another method that
generates explanations by highlighting pixels. Both LIME
and SHAP are model-agnostic techniques and used in most
of the approaches that exist in the literature. The decision
between these techniques when generating explanations for
image data, should be made based on the data set size: LIME
might be unstable, but SHAP is computationally expensive
for large data sets.

V. DISCUSSION AND RELATED WORK

A large number of explanations techniques have been
proposed. Some techniques are model-agnostic(LIME [6],
SHAP [7], Anchor [9]) and other ones are model-
specific(TreeInterpreter5 focuses on decision trees and
DeepLIFT [10] on neural networks). The great advantage
of model-agnostic techniques are their flexibility because
they can be applied to any model. However, some techniques
assure local interpretability(LIME [6]) and other ones global
interpretability(SHAP [7]). Local interpretation focuses on
how a model behaves for a particular prediction, while global
interpretation explains how a model behaves in general and
has a higher degree of complexity.

LIME is very intuitive and easy to explain to users, it is
model-agnostic and works for both structured and unstruc-
tured data. One of the biggest disadvantages is that LIME
randomly generates the neighbourhood around the sample
being explained. Explanations depend on some hyperparam-
eters like the kernel width, the number of data points in
the neighbourhood, and a distance metric for approximating
similar instances. This can cause different explanations on
multiple runs. Another issue is that LIME does not consider
the interactions between the features. Moreover, it can not
be applicable if the surface is too non-linear.

SHAP is a game theoretic approach that can guarantee
consistency and local accuracy. It provides both local and
global interpretability by calculating the Shapley values for
the whole dataset. It combines many techniques and can
guarantee that the prediction is distributed across different
features. One disadvantage of SHAP is that it is very slow

5Available at https://pypi.org/project/treeinterpreter/

and becomes infeasible for larger data sets. It is computa-
tionally expensive as it considers all possible predictions for
a sample using all possible combinations of inputs. Also,
SHAP is not as intuitive as LIME. The Shapley values are
computed every time an explanation needs to be generated
in contrast to LIME which deploys a model and allows
variations of the outcome depending on the input features.

KTrain is another XAI technique that provides accurate
explanations. One advantage is that it can achieve a good
performance by using pretained models and fine-tuning.
It also automatically generates optimal learning rates. The
biggest disadvantage is that it is a model-specific technique.

ExMatchina works for image data and provides consis-
tency by using a similarity metric on the whole training
data set. However, some data sets can contain sensitive
information and as this technique requires access to the
whole data set, the exposure to these type of security risks
becomes questionable.

Although many explanations techniques have been devel-
oped, there are no appropriate performance metrics to evalu-
ate these techniques. Most approaches evaluate them through
user questionnaires. In [11] three Cs of interpretability are
defined: completeness, correctness and compactness. This
means that an explanations should be complete, accurate and
succinct. Furthermore, Milo in [12] proposed three methods
for evaluating quality explanations: application-grounded
evaluation, human-grounded evaluation and functionality-
grounded evaluation. In application-grounded evaluation,
the explanations are evaluated by domain experts, while
in human-grounded evaluation the experiments are con-
ducted with non-specialists. When first two methods are
not feasible, the third one come into play. Functionality-
grounded evaluation assesses explanation quality through
formal definitions.

Adversarial attacks on SHAP and LIME are presented in
paper [13]. The authors demonstrated that these techniques
are not reliable. Their approach was to hide the biases of
any given classifier by allowing an adversarial entity to craft
an arbitrary desired explanation. On the other hand, other
approach [14] shows that these techniques are feasible and
SHAP provides more accurate explanations than LIME. In
addition, the authors of this paper demonstrated that the clas-
sification accuracy is positively correlated with explanation
accuracy and explanation accuracy is negatively correlated
with dataset complexity.

Explainable artificial intelligence is critical in domains
such as medicine, justice, finance and many others. A similar
approach to our study is presented in [15]. The authors
developed a feature extraction and explanation extraction
framework for predicting glioma cancer. Instead of training
neural networks on images, they extracted the most impor-
tant features and applied an interpretable model. This study
demonstrates that sufficient prediction accuracy and higher
interpretability can be achieved without using black-box



models. Another approach based on tabular data is presented
in [16]. The authors used LIME and SHAP to provide log-
ical explanations for credit lending predictions. A different
aproach is studied in [17] and can stand for future work. The
authors applied neural networks for identification and added
recurrent neural networks to translate explanations into text.

VI. CONCLUSIONS

We empowered a software agent able to identify persons
and to explain its decision. We used a local model-agnostic
technique (LIME), a theoretic game approach(SHAP), an
example-based explanation technique (ExMatchina), and a
model-specific method (KTrain). We extract features from
images in order to train a white-box model and deploy
explanation methods that work with tabular data. Moreover,
we take advantages of transfer learning and fine-tuning to
train black-box models and deploy image-based explanations
methods. In this manner, we provide combined explanations
to users. Furthermore, we focused on the explanations
quality as the explanations should be short, accurate and
succinct. We performed a technical analysis and a user-
grounded evaluation.

We also proposed two metrics for explanations quality
evaluation. Proposed metrics demonstrated that LIME could
be unstable due to the fact that it randomly generates a
surrogate data set around the sample to be explained. SHAP
is computationally intensive for larger data set, KTrain
provides accurate explanations, but it is model specific and
ExMatchina is not suitable for data sets containing sensitive
information. On the good side, LIME and SHAP are model-
agnostic and work for different data types. LIME is more
intuitive and deploys an explanation model that allows you
to vary the output depending on the input values. SHAP is
more computationally intensive, but provides consistency,
local and global interpretability. Ktrain takes advantages
of pre-trained models and achieves high performance and
ExMatchina is intuitive.

The user-grounded evaluation resulted in establishing
which style of explanation is preferred by users. Among the
surveyed methods, combinations of many techniques was
preferred in all the cases. It was followed by feature listing,
example-based explanations and pixels-based explanations.

Those interested to extend our approach could investi-
gate the following sections: First, as there is an increasing
demand for explainable methods in various applications,
more evaluation methods could be investigated. One solution
could be to create a dataset with known explanation ground
truth in order to measure the accuracy.

Second, this approach can be applied in many areas. In
medicine, pixel-based explanations can be combined with
tabular explanations obtained after extracting features and
applying a white-box model on cancer predictions problems.

Third, it is worth investigating the feature extraction
framework. There is no guarantee that extracted features

would lead to a high prediction performance as there could
be many other features lied in an image that are useful for a
neural network in classification problems. Thereby, feature
selection task is critical when applying this approach in
different domains.

Fourth, many techniques can be analyzed and evaluated.
Moreover, it is worth investigating if some techniques could
be improved. ExMatchina uses cosinus similarity for com-
puting the most representative instances from the training
data set. One idea is to study other metrics such as Jac-
card Similarity Coefficient or Spearman’s Rank Correlation
Coefficient.
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