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Abstract—News outlets employ catchy headlines that have the
main purpose of luring the reader to click on the article and thus
to visit the media site. These headlines are known as Clickbait.
Although these baits may trick the readers into clicking, they
often fail to deliver when it comes to the content of the article,
leaving the reader disappointed. Furthermore, clickbaits can help
the spread of misinformation, in the form of fake news, and have
the power to influence people’s opinion.

Our task is to automatically detect clickbaits from article
headlines. The developed system is based on Deep Forest, that is a
non differentiable deep learning algorithm. As theoretical contri-
bution, we extending the default Deep Forest implementation with
a boosting mechanism. The Chakraborty dataset was used that
comprises 32,000 headlines of news articles. Three approaches
were used for feature engineering, namely word embeddings,
headline extracted features and a combination of both.

Index Terms—clickbait; deep-forest; natural language process-
ing; text classification; ensemble learning; word embeddings

I. THE PROBLEM OF CLICKBAITS

The explosion of online news consumption, now becoming
the main source of information that people use, has come
with both advantages and drawbacks. As an advantage, it
enables us to stay informed with worldwide events from any
topic of interest just at the click of a button. As a drawback,
most of the media outlets rely mostly on ads to make money,
thus readers visiting media sites and clicking on articles have
become a priority. This need gave birth to a new form of
tabloidization called clickbaiting [1]. Clickbait, according to
the Oxford dictionary, is defined as ’content whose main
purpose is to attract attention and encourage visitors to click
on a link to a particular web page.’ Clickbait is also a form
of tabloid journalism, which is widely considered ’yellow’
journalism - ”it simplifies, personalises, thrives on sensation
and scandal [2]. That is, reporters emphasized sensationalism
over facts, thus creating storied that often fail deliver when it
comes to the content.

The primary danger posed by clickbait is that the focus on
eye-catching, noticeable, shareable reporting has lead to the
willful blurring of lines between fact and fiction [3], creating
a regime where the media outlets are driven by a need of
obtaining a big number of views on their articles, and not by
a quest of reporting the truth. Another danger is that it can
actually influence how a certain article is perceived. By the
choice of phrasing, by drawing attention to certain moments
or facts, the reader will latter recall details that coincide with
the headline not with the content of the article, thus leading to
a situation where the same article body is perceived differently
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because of its headline. This theory is studied in detail by
Digirolamo and Hintzman [4]

Clickbait takes advantage of a cognitive phenomenon called
Curiosity Gap. Loewenstein noted in ”Information gap the-
ory” that curiosity acts as a driving state; when small amounts
of information are presented, it creates a powerful urge to
satisfy our curiosity, to fill the gap between what we know and
what the article promises to reveal, thus focussing the attention
on a gap in ones knowledge [5]. Curiosity generates an
uncomfortable feeling, which is greatly reduced by exploratory
behaviour. Therefore, the main purpose of satisfying one’s
curiosity is to induce pleasure [6]. Potthast also believes that
the success of clickbait is due to the anticipation of pleasure
[7]. The promise of future rewards (in the form of knowledge
or pictures) is sufficient to make the reader click on the article.

This paper proposes a solution to the clickbait classification
task by using the Deep Forest algorithm. This is a non-
differentiable deep learning algorithm that is capable of layer-
by-layer processing and in-model feature transformation. We
analyze three feature sets in our experiments: First, we use
word embeddings to observe the relationships among the
words within the headline. Second, we rely on headline-
extracted information, aiming to understand the ever-changing
nature of the language used to tempt the user into clicking
on the article. Third, we analyze how a combination of the
previous features affects the performance of the model.

II. RELATED WORK

One of the first approaches on clickbait detection using
machine learning was Potthast et al. in 2016 [7]. A corpus of
3,000 tweets has been created, sampled from the top Twitter
publishers, where each data point was labelled as clickbait or
not by three assessors. A number of 215 features have been
grouped into three categories: teaser message, the linked web
page, and meta-information. Teaser message (203 features)
refers to characteristics of the clickbait message, such as
readability score, word n-gramms, stop-word ratio, length of
the message. Linked web page refers to the web page linked
to the tweet, which contains features such as length of content,
readability score, or n-grams. Meta Information encodes infor-
mation about the tweet itself, such as the sender’s name, the
time it was posted, or the type of media attached. Potthast
et al. have compared Linear Regression, Naive Bayes and
Random Forest. For each method, the results were relatively
close, with an approximate precision of 0.75, but overall the
Random Forest performed best.

Chakraborty et al. have addressed the problem of headline
classification as clickbait or legit [8], managing to create in
the process a large corpus of 32,000 headlines. The headlines



have been scraped from various news sites like Wikinews
(legit articles), BuzzFeed or Viral Nova (clickbait articles).
The linguistic analysis applied on the data set using the
Stanford CoreNLP tool has revealed some insight into the
semantic and syntactic nuances that occur more frequently
in clickbait headlines compared to non-clickbait ones. The
14 considered features have been divided into four main
categories: Sentence Structure (e.g. length of the headline,
the average length of words), Word Patterns (e.g. presence of
cardinal numbers), Clickbait Language (e.g. hyperbolic words,
internet slangs, determiners), and N-gram Features (e.g. word
n-grams, POS n-grams or syntactic n-grams). The experiments
with Support Vector Machines (SVMs), Decision Trees (DT),
Random Forest(RF) have shown an average accuracy of 90%,
where the SVM was the best with an accuracy of 93%.

Biyani et al. [9] have defined seven main types of clickbaits:
exaggeration, teasing, inflammatory, formatting, graphic, bait-
and-swhich, ambiguous He took into consideration the content
of the article, looking for common patterns that occur often
in a clickbait article (superlatives, quotes, exclamations, use
of upper case letters, question marks), and also the similarity
between the headline and top sentences of the body to reflect
the fact that the promise substance in the headline is not
reflected by the content. Finally, the formality of the arti-
cle was computed using various metrics: formality measure,
Coleman-Liau score, RIX and LIX indices. The conclusion of
the study is that formality plays a crucial role when it comes
to performing the classification, clickbait articles tending to be
less formal than professionally written news articles. For the
classification, the Gradient Boosted Decision Trees (GBDT)
model was used, which obtained an accuracy of 76%

Agrawala et al. [10] were the first to deliver a deep learning
solution to the clickbait classification problem by using a
simple Convolutional Neural Network (CNN) having 1 layer
of convolution. The first layer of the model was to perform
word embedding, mapping the words into low-dimensional
vectors. Here two approaches were compared, one where the
word embeddings are learnt from scratch (Click-scratch), and
one where the pretrained word2vec model trained on 100
billion words of Google News (Click-Word2vec) was used. As
a notable contribution, they created a corpus obtained from
scraping the popular social networks: Reddit, Facebook and
Twitter. Finally the model obtained an accuracy of 90% when
using the Click-Word2vec configuration.

Lpez-Snchez et al. [11] have proposed a hybrid approach
that combines deep learning with Case Base Reasoning. The
system had a 1D-Convolutional neural network, which was not
used as a classifier, but rather as a means to generate a suitable
case representation of the feature space. The network was
trained by using a metric learning algorithm that minimizes
the distance between samples from the same category. In the
generated feature space, samples from the same category have
been clustered (one for each category). This made it possible
for the CBR to obtain very high accuracy by using a distance-
based classification. This ensemble of a neural network and
a CBR was named Case-Representation Convolutional Net-

TABLE I
RELATED WORK ON CLICKBAIT DETECTION

Study Method Accuracy
Potthast [7] Random Forest 75%
Chakraborty [8] Support vector machines 93%
Biyani et al. [9] Gradient Boosted Decision Trees 76%
Agrawala [10] CNN 90%
Lpez-Snchez [11] Case-Representation CNN 99%
Kaur [12] CNN-LSTM 95%

work. For feature selection, they used TF-IDF, n-gram, and
a 300 dimensional Word2Vect. On the corpus created by
Chakraborty [8], Case-Representation Convolutional Network
has achieved an accuracy of 98% .

In 2020, Kaur et al. [12], similar with Lpez, proposed a
hybrid model made up of CNN and a long-short-term memory
(LSTM) model that were implemented with pre-trained GloVe
embedding. The data from the embedding layer was fed to
the CNN, where using a sliding filter vector, they manage
to detect features at different regions. The LSTM was used
to capture long-term sequences. The model obtained from
the combination of these two approaches is named a CNN-
LSTM classifier, and it managed to obtain an accuracy of
95% on the Chakraborty [8] corpus. Further more, following
the classification they also manage to categorize the identified
clickbait headlines into 8 clusters(topics), using a Biterm
Topic Model (BTM). The new identified topics are reaction,
reasoning, revealing, number, hypothesis/guess, questionable,
forward referencing, and shocking/unbelievable. They also
draw the conclusion that the most frequently occurring type
of clickbait headlines are shocking/unbelievable, hypothe-
sis/guess, and reaction clickbait. A summary of the studies
presented on clickbait detection methods is shown in Table I.

III. IMPROVING DEEP FOREST WITH BOOSTING

A. Deep learning with non-differentiable models

Zhou et al. have argued that the success of deep neural
networks is owned mostly to three characteristics: (1) layer-
by-layer processing, (2) in-model feature transformation, and
(3) sufficient model complexity. The Deep Forest [13], [14]
promises a deep model built upon non-differentiable modules.
This is a decision tree ensemble approach, using a cascade-
like pattern, where each level of the cascade receives feature
information processed by its preceding level, and outputs its
processing result to the next level (Figure 1).

The main advantage of this approach is that the model has
much less hyper-parameters that need fine tuning. The model
complexity is determined in a data dependent way, when the
performance does not increase for a certain number of layers
the model stops from training.

In 2018, Pang et al. [15] improved the original algorithm by
adding a confidence screening mechanism that categorises the
instances in each level as easy to predict or not. If an instance
is easy to predict, its final prediction is produced at the current



Fig. 1. The architecture of the Deep Forest [13]

level, and it is not sent to the following cascade layer, thus
greatly improving the time complexity.

In the following we show how we applied the Deep Forest
architecture to the clickbait detection task, and also how we
improved the Deep Forest model with a boosting mechanism
based on AdaBoost classifiers.

B. Improving the Deep Forest architecture

In the default architecture (Figure 1) each layer of the
Deep Forest is built as an ensemble of ensembles. In our
experiments, a layer was formed from two ExtraTrees and two
RandomForests, each having 100 trees. There are a number of
important differences between these two types of forests. The
ExtraTrees classifier does not bootstrap the data (it samples
without replacement) and the feature for split is selected
randomly at each node. On the other hand, Random Forest
samples the data with replacement, and at each node, from a
randomly selected subset of features, it chooses the one with
the best ”gini” value for the split.

The boosting method used in ensemble learning combines a
set of weak learners into a strong learner. To minimise training
errors, the learners are trained sequentially, each trying to
compensate for the mistakes of its predecessor [16].

In order to add the boosting mechanism to the Deep Forest
model, the architecture we propose uses, for each cascade
layer, four AdaBoost classifiers (Figure III-B). In addition,
two more configurations were tested. The first one uses two
AdaBoost classifiers combined with two Extra-trees classifiers
. The second model we tested is formed from two AdaBoost
classifiers and two Random Forest. These configurations were
analysed to observe how the added diversity of the ensemble
affects the final performance.

IV. ENGINEERING FEATURES FOR THE CLICKBAIT
DETECTION TASK

1) Word embeddings: were used to represent headlines in
a vector space where similar words are grouped together. We
used here the pre-trained models GloVe and Word2Vec from
the Gensim library. The Word2Vec uses a neural network to
learn word associations using skip-gram from a corpus of
more than 100 billion words, has a vocabulary of 3 million
words, and each word vector has a dimension of 300. GloVe
(Global Vectors for Word Representation) was created by the
Stanford NLP team [17] . The GloVe’s advantage is that it

does not rely solely on the local context of the word, but it
also incorporates the global word to word co-occurance counts
in order to obtain the word vectors. We used the pre-trained
glove-wiki-gigaword-300 which was trained on a collection of
Wikipedia articles and Gigaword 5 news archive, having 6B
tokens and a vocabulary of 400,000 words, with a resulted
word vector having a dimension of 300.

For preparing the input data, we converted each headline
into a list of words and then mapped each word to its
corresponding word embedding. To obtain a representative
vector for the whole sentence, we computed the average of
all the vectors that made up the original headline.

2) Stop Words: represent the most common words that
occur in any language. Most NLP tasks begin by removing
those words from the sentence because usually they bring
no additional information. However, Chakraborty et al. have
noticed that stop words actually tend to appear with a greater
frequency in clickbait headlines [8]. We also found that
clickbait articles contain on average 25% more stop words
than legitimate articles. Thus, for the clickbait detection task,
we introduced the stop words count as a feature. One expla-
nation is that traditional news reporting focuses on sending
a message, so the words are chosen carefully to fulfill that
purpose, as opposed to clickbait articles which have as goal
to attract your attention.

3) Part of speech tagging: aims to determine if a certain
part of speech appears more frequently in a headline. From
the comparative plot of the most frequent 13 POS (Figure 3),
the following eight were chosen as features: PRP (personal
pronoun), NN (noun common singular), NNP (noun proper),
VBP (verb gerund), VB (verb), DT (determiner), ”, ” (comma),
JJ (adjective or numeral). Regarding PRP, the number of
occurrences in the clickbait articles is 28 times higher that
in the case of legit ones. This indicates that clickbait titles
try to create the so-called context of self [6], a concept
social psychology regarding reflexive consciousness, where the
reader feels that the article is engaging directly with him.

4) Readability: Clickbaits purpose is to serve sensational-
ism, gossip-like content. Thus, the quality of the language used
tends to be less formal, thus making it easier to read in order
to appeal to as large a group of people as possible. Readability
was calculated using the Flesch Reading Ease score:

206.835− 1.015(totalwords÷ totalsentences)−
84.6(totalsyllables÷ totalwords).

(1)

The results are on a scale from 1 to 100: greater the score,
easier the content is to read and comprehend. The average
score of a clickbait article was around 80, while the non-
clickbait articles achieved a score of 62.

5) Structural Patterns: The most common type of clickbait
headlines looks similar to ”9 Out Of 10 Americans ...” ”10
AMAZING Tips for...” . In order to capture some patterns
that make up the sentence, we took in considerations features
like starts with number, number capital letters words, count-
of-numbers, that after an analysis showed great potential.
For example, our clickbait corpus contains 7,256 numbers as



Fig. 2. Improving Deep Forest with boosting

Fig. 3. Distribution of POS

opposed to 2,060 in the legit corpus. The starts-with-number
feature shows that 6,000 clickbait articles (a bit less than half)
start with a digit, while only 400 legit articles have this feature.

6) Sentiment: The true purpose of a clickbait article is to
engage the reader in such a way that it feels compelled to
click on the link. Since the purpose is to stimulate curiosity,
or simply to make the user feel more interested in the article,
the emotion arousal of the user proved to be a very important
feature. The analysis showed that legit articles tend to be more
neutral, highlighting that their focus is on transmitting a clear
message. For this type of features we used three approaches:

First, the polarity of the sentence was assessed based on
SentiWordNet, in which each word is associated with numer-
ical scores that indicate positive and negative sentiment. The
polarity for a word was computed by subtracting its positive
and negatives score. Finally the polarity of a headline is the
average of the polarity scores of all its words.

Second, corpus-based features aim to determine the senti-
ment of the sentence by specific words that describe an emo-
tion. The NRC Word-Emotion Association Lexicon (EmoLex)
was used [18]. English words are associated with 8 basic

emotions: anger, fear, anticipation, trust, surprise, sadness, joy,
and disgust. The annotations for each word were manually
done by crowd-sourcing. From this lexicon, we selected only
the words that induce the feeling of anticipation, surprise, fear,
and sadness. Anticipation and surprise have been proven to be
very powerful triggers for curiosity [5], which in turn creates
the urge to fulfil this curiosity by clicking the link.

Third, we used the text2emotion library to obtain the emo-
tions embedded in the headline. For each title, a dictionary
with five basic emotions was calculated, showing emotion
scores (e.g. ’Angry’: 0.12, ’Fear’: 0.42, ’Happy’: 0.04, ’Sad’:
0.33, ’Surprise’: 0.08).

To make sure that all the features are relevant we performed
a statistical relevance test. For each feature we want to dis-
prove the Null hypothesis, stating that a relationship observed
in the data occurred only by chance. More precisely in our
case, the value of a feature does not affect the class it belongs
to. We computed the p-value for each feature, and compared it
with a predefined significance threshold, typically set to 5%.
If the p-value is below this significance level, that feature is
considered to be statistically relevant. Excepting feature 10 in
Table II, i.e. starts with a number that is boolean, the rest of
22 features are numerical.

V. RUNNING EXPERIMENTS

A. Datasets for experiments

We use the Chakraborty corpus [8] that contains 32,000
headlines of news articles web scraped from various news
sites. The data is balanced, having 16,000 articles from each
category. Some sites impose a strict set of rules that each arti-
cle must comply with before being published. An example of
such a site is Wikinews, and because of this fact, Chakraborty
considered the headlines scraped from here are a gold standard
for how a legit article looks. The Clickbait articles were
crawled from a series of very popular websites that are known
to frequently publish clickbait articles (e.g. ’BuzzFeed’). To
ensure that all headlines are correctly classified, a team of six



TABLE II
ENGINEERING FEATURES FOR THE CLICKBAIT TASK

Id Category Feature
1 Readability Flesch Reading Ease
2 Stop Words Stop words count
3 Semantic Swear Words count
4 Anticipation Words count
5 Surprise Words count
6 Fear Words count
7 Negative Words count
8 Lexical Capital Letter words count
9 Numbers count
10 Starts With Number
11 Sentiment Sentiwordnet Polarity Score
12 Happy score
13 Angry score
14 Surprise score
15 Sad score
16 Fear score
17 POS PRP - Personal Pronouns count
18 Comma ”, ” count
19 Nn - Noun Singular count
20 JJ - Adjective count
21 VBP - Verb Gerund count
22 VB - Verb
23 DT - Determiner count

people labelled each article, the decisive label was given by
the majority of the votes.

The dataset was divided with a 75:25 ratio into the training
set and testing set, while cross-validation was performed.

B. Experimental Setting

To ensure a fair comparison between the proposed models,
the same data partition was used for each classifier. We con-
sidered the following metrics: accuracy, precision, recall, F1
score. The same hyperparameters were used for all the models.
All classifiers, RandomForest, ExtraTrees and AdaBoost, use
as the base estimator the Decision Tree. The number of
estimators per forest is set to 100, and the criterion used to
split the features is ”gini”. The AdaBoost uses by default the
maxDepth parameter of the estimator set to 1, while the other
models have no depth constraint.

The results in Table III were calculated as the average of
the scores generated by 5-fold cross validation. The default
model refers to the standard architecture used by the Deep
Forest library, using two Random Forest and two ExtraTrees
classifiers per model layer. The table is divided into four
types of experiments. The Word Embeddings experiments
show the results of the default model trained with different
word embeddings as features. The type Headline Extracted
shows that the model has been trained using the headline
extracted. The type Combined, the model that was trained
both with word embeddings and headline-extracted features.
Finally the Baseline type shows the results that have been
chosen as a baseline for comparison. Chakraborty [8] was the
one the created the original corpus.He used headline extracted
features, and the method that yields the best results for him
was a Random Forest. Lpez-Snchez uses Word2Vec, a word
embeddings trained on 100 billion words from the Google
News dataset. These models were chosen because they both

use the same dataset as us, so we can make a fair comparison.
Furthermore, they represent two different feature selection
approaches, word embeddings and feature engineering. Both
of these approaches were analysed during our experiments.

C. Results

First, we evaluated the performance of Deep Forest architec-
tures using different feature sets: word embeddings, headline
extracted features, and a combination of both. Second, we
compare our boosted Deep Forest with other learning tech-
nologies on the same dataset (see Figure 4).

1) Comparing different feature sets: We present here the
results grouped on feature types and we compare only the
accuracy of the models, while the rest of the metrics could be
observed from the results in Table III. The results in Table III
indicate that the accuracy score in all the cases exceeds 90%,
the worst model having 92.7 % accuracy, 0.934 precision,
0.919 recall and 0.927 F1-score.

First, the Word Embeddings classifies the headlines with
high confidence. The Word2Vec model achieved a perfor-
mance of 95.21% accuracy. However, the GloVe model per-
formed slightly better, obtaining a higher score on all met-
rics, having an accuracy of 96.55%. GloVe focuses on the
global context of the words, taking into account the word
co-occurrences over the whole corpus. This has caused the
performance to increase. The results show that the model un-
derstands the context within the headline and is not dependent
on certain keywords. Therefore, it created an abstract notions
of the characteristics that define the Clickbait headline.

Second, the headline extracted features, comparatively with
the previous models, they performed slightly worse. Different
architectures for the Deep Forest layer were tried, achieving
overall good results, with the accuracy ranging from 92.71%
(the Adaboost model) to 94.14 (Adaboost-RandomForest).
Even though all the models performed similarly, we can
observe that the worst one, out of all the experiments, was
the model using four Adaboost per cascade layer. One rea-
son could be the lack of diversity of the ensemble. During
ensemble construction, the diversity of the model is a crucial
factor [16]. By using only Adabost classifiers, we limit the
diversity, thus directly impacting the performance. The next
model in terms of accuracy uses the default architecture of
Deep Forest. With an accuracy of 93.83%, it outperforms with
1 percent the four AdaBoost architecture. Although the first
model takes advantage of the boosting mechanism, that should
grant it an advantage, the high ensemble diversity of the default
model allows it to outperform the AdaBoost model.

The last two architectures combine the strengths of the
previous two models. By using the AdaBoost classifier we
ensure that the boosting mechanism is used and by adding two
more classifiers Random Forest and Extra Trees per layer we
increase the diversity of the ensemble. The best performance in
this category was achieved by the AdaBoost-RandomForest ar-
chitecture, with an accuracy of 94.14%, 0.944 precision, 0.938
recall and 0.941 F1-score. The AdaBoost-ExtraTree model
also achieved very good results with an accuracy of 93.89%,



Fig. 4. Processing flow

and with a precision score of 0.947, slightly better than the
precision of the AdaBoost-RandomForest architecture.

Third, we tested a model that uses both word embeddings
and headline extracted features. We chose to use GloVe for
generating the word embeddings since it gave better results
than Word2Vec. The model using the default architecture
together with the combined feature set managed to obtain
the best overall results with an accuracy of 98.17%, 0.980
precision, 0.982 recall and 0.981 F1-score. These results prove
that the model understands both the context of the sentence
that defines the clickbait, but also the language patters that
tend to occur in such type of headlines. Note also that the
combined model is the most complex one, having a total of 13
cascade layers. In comparison, the models using only headline
extracted features have 2 layers.

Comparison with related approaches Next, we compare

our model with two state-of-the-art results obtained on this
dataset. The first model was Chakraborty [8] because he
also uses an ensemble method approach. Furthermore, that
model uses a combination of structural and lexical based
features. As can be seen from the Table III we achieved a 1%
improvement in terms of accuracy, recall and F1-score, for
the models using the headline extracted features. The models
using word embeddings managed to surpass Chakraborty on
all the metrics, notable being a 3.5% improvement in terms of
accuracy and a 6% for recall. Regarding our best performing
model, the default architecture with combined features, greatly
outperforms Chakraborty, more precisely obtaining a 5% accu-
racy, 3% precision, 8% recall and 6% F1-score increase. The
second model we chose for comparison was Lpez-Snchez [11].
To the best of our knowledge, currently, his approach has the
best results in terms of the analyzed metrics. Although we



Fig. 5. ROC threashold plots

Fig. 6. Combined Model Fig. 7. AdaBoost-RandomForest
Model

Fig. 8. ROC-AUC comparative plot

did not quite manage to outperform his model, we note that
we came very close to his results, i.e. we obtained a score
of 98.17% accuracy, while his model has a score of 98.9%
accuracy.

We also computed the Receiver Operating Curve (ROC)
for the clickbait class, using the Combined features model
and AdaBoost-RandomForest. The ROC curve is a plot of
True Positive Rate (TPR) on the y-axis vs False Positive
Rate (FPR) on the x-axis. A good classifier will have a high
rate of TPR at low FPR, thus its curve should be close to
the top left corner. Most models operate by default with a
threshold of 50% when deciding on a class, but often times
that value is not the optimal one. Therefore, the ROC can
be used to determine a good threshold that minimises the
misclassifications. Figures 6 and 7 show for each model, how
it behaves at different thresholds. We can observe that the
optimal value for the models is around 0.55%. Additionally
the Area under Curve (AUC) provides an aggregate measure
of performance of a model across all possible classification
thresholds. Our best performing model, using the combined
features, achieved 0.997 average area under the ROC, whereas
AdaBoost-RandomForest obtained only 0.986 (Figure 8).

We performed the feature importance analysis to find out,
to what degree, the Combined features model makes use

TABLE III
SUMMARISING RESULTS IN OUR FOUR EXPERIMENTS

Type Model Acc. Prec Rec. F1
Word Default with GloVe 96.55 0.969 0.962 0.965
embeddings Default with Word2Vec-

google-news
95.21 0.960 0.945 0.952

Headline Default architecture 93.83 0.944 0.933 0.939
features Only AdaBoost 92.71 0.934 0.919 0.927

AdaBoost & RandomForest 94.14 0.944 0.938 0.941
AdaBoost & ExtraTrees 93.89 0.947 0.930 0.938

Combined Default with GloVe and
Headline Features

98.17 0.980 0.982 0.981

Baseline Chakraborty (SVM) 93.0 0.950 0.90 0.930
Lpez-Snchez 98.9 0.986 0.992 0.988

of the headline extracted features. We extracted the feature
importance vector from each cascade layer of the deep forrest.
We had to take into consideration the output propagation
mechanism employed by the Deep Forest, which means that
each layer will have more features, because it also adds
the information processed by its preceding level. We found
that each internal layer attributes the most importance to the
propagated information. Since our goal is to analyze the initial
feature set, we made the decision not to take into consideration
the propagated features. Further analysis showed that both
models, using Combined and Headline Features, have the same
most relevant five features. Table IV lists those features in
order of their importance. The most important one is Capital
Letter words count. Indeed, clickbait articles tend to have a
large number of such words because they act as a bait for
the reader, drawing their attention to certain parts, specifically
chosen to raise their curiosity. The third feature Starts With
Number helps to catch patterns like ” 11 Tips for” and ”9
Places to visit.. ” that are very common. Stop Words count
and Readability are related to the quality of the information
transmitted by the headline. The increased number of stop-
words, words that carry very little useful information, help
create a state of uncertainty about what the article is about,
thus arousing the curiosity of the reader. Personal Pronouns
count help create the sensation that the headline is addressing
directly to the reader in a more informal way. Furthermore,
pronouns can be used to tease, to reveal only a little part
of information, and thus to generate a curiosity gap that the
reader feels the urge to fill. For example, a title like ”Cristiano
Ronaldo went to the market wearing a Barcelona Lionel Messi
football shirt” gives all the information to determine what the
news is about.On the other hand, a title like ”He went to
the market wearing a Barcelona Lionel Messi football shirt. ”
creates a feeling of uncertainty. You are left to wonder who is
that ”He” refers to in the article, and why is he so important
that a headline was written about him.

VI. CONCLUSIONS

This paper presents the first machine learning approach for
clickbait detection using the Deep Forest model. The main
contribution was adding the boosting mechanism to the Deep
Forest model by creating new architectures that leverage the
power of AdaBoost classifiers.



TABLE IV
FEATURE IMPORTANCE

Rank Feature
1 Capital Letter words count
2 Stop Words count
3 Starts With Number
4 Readability
5 PRP - Personal Pronouns count
6 Sentiwordnet Polarity Score

The goal was to detect the headlines that are designed
to exploit the curiosity of the reader, creating thus the urge
to click on the article. We proposed three approaches for
feature selection, one using word embeddings, one where
we generated a set on language independent features, and a
combinations of both. The word embeddings performed very
well, showing that the model was able to understand the
context in which clickbait occurs most often. The headline
extracted features were able to detect patterns that manage
to create a curiosity gap. Moreover, since headline extracted
features are not language dependent, the trained model can
classify articles written in more than just one language. The
obtained accuracy was between 93% to 98%. To the best
of our knowledge, the best performance on this task was
obtained by Lpez-Snchez [11] (98.9%). Although our best-
performing model (default architecture with a combined set of
features) did not manage to outperform his results, we came
very close, obtaining 98.17% accuracy. The results also show
how important diversity is in the case of ensemble creation.
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