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Abstract—We investigate the potential of U-Net in
performing knowledge distillation, both in the posture
of Teacher and Student network. The experiments
evaluate multiple configurations of the distillation
procedure, as well as various Teacher-Student pairs,
in order to exploit the capabilities of the architecture,
as it is rarely used in this situation. The study was per-
formed by applying the standard distillation process
(standard KD), a pixel-wise approach of transferring
Teacher predictions to the Student, as well as an
Ensemble Teacher method, whose mean prediction is
utilized in the training process of the student. These
methods improved the results of the Student models
to an extent worthy of being taken into consideration.

I. INTRODUCTION

Knowledge distillation [1] has been recently in-
troduced into the field of deep learning and has
since become of great interest. The aim is to de-
velop deep learning networks and models of high
performance within reduced limits in terms of size,
number of parameters and layers, and resolution
of input images, in the case of convolutional neu-
ral networks. Knowledge distillation introduces a
Teacher-Student architecture, through which the re-
sults and the features of a large-scale neural network
are used to train a significantly smaller model to
achieve similar, if not identical or possibly better
results. This is especially convenient when it is nec-
essary to deploy that model onto limited hardware
resource [2]. Hence, knowledge distillation can be
utilized in reducing the complexity of neural models
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when the available hardware or software resources
are limited. An example of such fields of study
would be in the case of automated driving, in which
hardware requirements are strict and the available
memory space is reduced.

In the case of convolutional neural networks,
but especially in that of semantic segmentation,
variation in terms of teacher and student architec-
tures is limited. Some research rely on variations
of the ResNet model [3] when analyzing knowledge
distillation. Hence, studies on neural models such as
U-Net cannot provide critical information regarding
the performance of the network in the process of
distillation, either in the posture of the teacher or
that of the student. While this architecture does not
compare to current state-of-the-art models in terms
of results, it is worth examining its performance and
outcomes in the context of this algorithm, as well.

Knowledge distillation is applied here in the
context of semantic segmentation, performed on
the U-Net architectural [4]. The model is tweaked
and modified in terms of depth and number of
filters, such that to obtain different dimensions and
complexities. The dataset utilized in these experi-
ments is Cityscapes [5], a collection of urban street
scene images and their respective annotations. The
dataset is modified and contracted in order to make
the learning process of the models more efficient.
While the models evaluated in this paper were
not designed to fit the specifications of particular
hardware devices, the tests are relevant in order to
study the correctness and properties of U-Net in the
case of knowledge distillation.



II. RELATED WORK

At its core, the operation of segmenting images
can be seen as a method of classifying images at the
level of pixels. The type of segmentation that is of
interest to this paper is semantic segmentation that
assigns each pixel from an image to a certain class
without taking into consideration the differences
between object instances [6].

One of the most widely used architectures, which
is built upon the concepts introduced by FCN [7],
is U-Net. This architecture was first introduced to
solve the problem of segmentation in the field of
biomedical engineering, and it has since then proved
to be one of the most prevalent architectures for
this task. This model portrays a symmetric, U-
shaped design, divided into two parts: the encoder
and the decoder. The encoder consists of several
convolutions, rectified linear units (ReLUs) and
max-pooling operations. This component is then
followed by the decoder, which performs succes-
sive UpSampling operations and concatenates the
feature maps obtained in the first part of the model
at each step [4].

A. Brief Description of Distillation Methods
One of the most common methods of performing

distillation is by extracting the soft labels from
the teacher network and introducing them into the
student network by inserting them into the loss
function of the student network and using it to
update the weights of each layer of the model [8].
These soft labels, often referred to as soft targets,
are extracted from the second to last layer of
the network, before applying the final activation
function to obtain the output of the network.

One of the pioneering work in the field of knowl-
edge distillation is [1]. Here, Hinton et al. introduce
the above concepts, specifically the temperature
term. They apply the classic distillation procedure
(i.e. using the soft labels of the teacher and the
student), while ensuring to scale these prediction
by a factor of 1

T 2 . This paper stands at the very
base of many distillation studies.

B. Distillation Methods for Semantic Segmentation
1) Structured Knowledge Distillation: Some

methods for semantic segmentation take a structural

approach, by making use of Generative Adversarial
Networks, such as in [9]. Here, Liu et al. compare
general pixel-wise and pair-wise knowledge distilla-
tion with a novel method, called holistic distillation.
As context, pixel-wise distillation is the standard
method of performing this operation, by including
the soft targets of the teacher into the student loss.
Alternatively, pair-wise distillation calculates simi-
larities between pairs of pixels from both the teacher
and the student, and calculates the sum of squared
differences of these pixel pairs corresponding to the
teacher and the student respectively. In contrast,
holistic distillation, performed by Liu et al. [9]
makes use of adversarial structures. The generative
model is the student, which is conditioned on the
image. Therefore, the holistic distillation loss is
computed by aligning the elements of the segmen-
tation maps obtained from the two participating
models. The discriminator is an embedding network
having the structure of a Fully CNN containing
five convolutions, whose input are the concatenated
segmentation map and input image.

Tests were performed on a multitude of semantic
segmentation architectures, with PSPNet as base
architecture for both the teacher and the student.
The backbone used in the teacher model was
ResNet101, while the student was tested with mul-
tiple underlying models, such as ResNet18, EspNet,
MobileNetV2Plus, etc. Through these tests, they
obtained improvements of over 5%-6% for some
combinations, using the Cityscapes dataset.

2) Intra-Class Feature Variation: Other methods
of distillation of semantic segmentation models take
note of the variations within certain features of the
images by implementing a class-wise prototype and
calculating the distance between those variations,
as Wang et al. did in [10]. An intra-class feature
variation (IFV) module is introduced, which is
capable of transferring information about feature
distribution from the teacher to the student, in order
to determine the student to mimic the behaviour of
the larger network. This is done by first computing a
prototype map, which is represented by the average
of features of all the pixels belonging to a class.
To calculate the similarity between the feature of
each pixel, this method applies cosine similarity.



The testing architectures are identical to the ones
employed by Liu et al. in [9]. However, this method
succeeded in improving the results of the student by
values between 4%-9%.

3) Channel-wise Distillation: Some studies fol-
low a channel-wise approach, rather than pixel-
wise, by extracting the activation of a channel
and converting it into a probability distribution to
measure the discrepancy. In this line, Shu et al.
[11] have proposed a knowledge distillation method
that calculates the probabilistic distance between the
teacher and the student, distance computed between
the values contained in the activation maps of the
two models. These activation maps are converted
into probabilistic distributions in order to perform
the function mentioned above. The approach uses
the concept of temperature in the design of the
architecture: if the value of the temperature in-
creases, so does the width of the spatial region of
each channel in the model. The softmax function
is applied on the distributions of the activations, as
it helps remove influences generated by magnitude
scales between the two models. The improvement
percentage varied in the interval 1%-8%.

4) U-Net Compression: Mangalam and Salza-
mann [8] have used knowledge distillation to im-
prove the performance and the results of a semantic
segmentation model based on a U-Net architecture.
The experiments follow the approach of distilling
an original 2-Unet by using a 64-Unet teacher
architectur. The dimensions of the student model
are approximately 1000 times smaller than those of
the teacher. The paper displays the results obtained
upon completing the distillation task, through which
the performance of the smaller model increases
upon applying class reweighing and normaliza-
tion techniques. The improvement is portrayed in
terms of loss: for a channel depth from 64-16-4-2
and number of iterations 80,000-150,000-300,000-
290,000 the corresponding test loss was 0.1021-
0.08222-0.0974-0.8227. The trainable parameters
have been reduced from 31 mil to 30,000, while
the IoU score has decreased from 0.804 to 0.759
and the cross entropy loss from 0.102 to 0.135.

III. APPROACH

A. Standard Knowledge Distillation

At each step of the process, teacher predictions
are extracted alongside student predictions, for that
particular set of values. The distillation loss is
calculated by interleaving the standalone loss of the
student and the difference between the predictions
of the teacher and those of the student, with respect
to the temperature. The difference is calculates with:

dist loss = KL Loss(softmax( student preds
temperature ),

softmax( teacher preds
temperature ))

where temperature ≥ 1.
Dividing the predictions by the temperature is

a recommendation in the task of knowledge distil-
lation. The temperature hyperparameter influenced
the degree of certainty of the predictions fed
as input to the KullbackLeibler divergence (KL-
divergence) function:

loss = α× student loss+ (1− α)× dist loss

with α ∈ (0, 1). If the temperature contains a high
value, certainty of the distribution of classes of the
prediction vector decreases, hence these logits are
often called soft labels or predictions.

The softmax function provides as output a proba-
bilistic distribution of the classes for one particular
set of data. In this case, the distribution is computed
for both the teacher predictions and the student pre-
dictions, softened by the temperature parameter. For
this reason, the KL-divergence is able to calculate
the difference between these two distributions in
order to compute an intermediary loss.

The final loss is then computed with the help
of the α parameter, which assigns importance to
the teacher and student predictions (see Figure 1).
If the value of α is large, then the predictions of
the student hold more relevance than those of the
teacher. In contrast, if α is small, the student model
relies vastly on the results of the teacher.

B. Ensemble of teachers

The first step was to design and generate three
models that would act as teachers. These models, by
themselves, should produced better results than the



Fig. 1: Knowledge Distillation Process

initial U-Net model. The teacher models followed
a similar architecture, but with several tweaks: U-
Net variations were designed and implemented by
exploiting layers from the following architectures:
VGG16 [12], ResNet50 [3], and MobileNetV2 [13].
These three backbones were selected due to the
results obtained in literature studies, as well as the
variety of complexities and dimensions in terms of
numbers of parameters.

Since U-Net is an encoder-decoder based archi-
tecture, the fusion between the original design and
the pretrained models functions by replacing the
encoder side of the original model with layers from
one of the backbones. That is, each tier from the
encoder of a U-Net model is comprised from a
series of convolutions, followed by an activation
function and a pooling operation, used to further
compress the input dimensions. This sequence of
layers and operations is replaced by a single layer
from the backbone model, which represents the

activation function of that particular tier of the
backbone. Also, each intermediary result generated
by the Convolution-ReLU-Pooling series of opera-
tions is replaced by the result of the corresponding
sequence of events from the backbone model. The
sequences of convolutions and activation from the
original architecture are replaced with the results
from activation layers from the pretrained model
The dimensions of the input of those layers cor-
respond to those of the initial layers. The skip
connections between the original contractive and the
expansive path are also reconstructed to connect the
newly-added layers to the expansive path. For this
reason, we had to pay special care when selecting
the replacement layers for each activation function
in the encoder. This correspondence is done by
closely analyzing the input structure of the first con-
volution layer in the original architectural model. If
the layers are not selected correctly, the model will
not behave as expected. More importantly, issues
would appear in the case of skip connections.

Recall that the structure of U-Net contains several
skip connections between the encoder and the de-
coder, which concatenate the results from the first
segment of the model to the intermediate results
after performing a transposed convolution in the
decoder. This is essential information, as this con-
catenation is performed on layers of identical input
size. If the dimensions differ, the connections will
not be able to function as expected, and therefore
the model will yield incorrect results. For this rea-
son, determining the correct activation layer from
the backbone to replace the layers from the original
model is absolutely necessary. In the case of each
of the three types of backbone models (VGG16,
ResNet50, and MobileNetV2), it was crucial to
select the correct layers for the encoder segment
of the U-Net architecture as described above.

C. Distillation using Ensemble Teachers

Since every model appeared to be operating cor-
rectly, it was possible to prepare the weight distribu-
tion of each model for the distillation process. This
weight distribution refers to the amount of impor-
tance each of these 3 models has during distillation.



Every model is assigned a specific weight, by which
its prediction will be multiplied.

wV GG16 + wResNet50 + wMobileNetV 2 = 1.0

The final weights are calculated post-training for
the backbone models. Each model is reloaded and
evaluated on the validation set. The results are then
saved into memory, for the series of calculations
that will follow. The next paragraph describes the
process of identifying the most productive weight
distribution for the three models. The weights are
obtained by iterating through three nested loops,
which assign values to wV GG16, wResNet50, and
wMobileNetV 2 from an interval of [0, 5). Each com-
bination of weights is then used in a weighted sum
with the predictions calculated above:

wSum =(wV GG16 ∗ predV GG16)

+ (wResNet50 ∗ predResNet50)

+ (wMobileNetV 2 ∗ predMobileNetV 2)

The maximum value of the weighted sum is
stored along its respective weight values. After
performing a complete cycle of iterations through
the three loops, the remaining weights represent the
combination which performed the best and resulted
in the highest valued sum. This distribution of
weights is then used during the distillation process,
at each step. The general loss calculation is identical
to the one used for during standard knowledge
distillation (Figure 2).

IV. EXPERIMENTS AND RESULTS

Next, the models will be referred to as M128,
M256, M512, and M1024, named after the number
of filters in the structure of the bridge convolutions.
In this sense, the first model has a total of three
encoder layers, the second contains four, the third,
five, and the last one, a total of six layers in the
encoder. The Dataset used for training, validating
and testing the data is Cityscapes [5], a collection
of images illustrating scenes from a street view
perspective. The dataset contains a total of 5,000
images and corresponding fine annotations, as well
as 20,000 images with their corresponding coarse
annotations. This dataset was selected due to its
nature, as studying the distillation process on the

Fig. 2: Ensemble Knowledge Distillation Process

segmentation of these images would prove to be
beneficial in the research of autonomous driving.

We focus on the dataset section containing fine
annotations, as it appeared to be effective and suffi-
cient when training the selected models, especially
upon applying augmentation to increase the number
of images during that phase. This particular set
is already divided into train, test and validation
chunks into percentages of 60% for training, 30%
for testing and 10% for validation.

To reduce the number of classes and to shorten
the training time, we decreased their number of
classed from 35 to 6. Classes that are of interest
to this project are road, road markings, vehicle,
posts/pylons, person and have been assigned spe-
cific labels. The rest of the original classes are
considered to be nonessential and have therefore
been assigned as background (class 0 in Table I).

A. Results on Models with Various Complexities

We trained models of several depths and com-
plexities in order to obtain a general overview of
their capabilities and results without the influence
of knowledge distillation. The initial tests were



TABLE I: Label mappings

Class Original labels Color
road 7 (128, 64, 128)
road markings 8 (244, 35, 232)
vehicle 26 (0, 0, 142)
posts/pylons 20 (220, 220, 0)
person 24 (220, 20, 60)
background 0-6, 9-19, 21-23, 25, 27-33, -1 (81, 0, 81)

TABLE II: Standalone training for various models

Model mIoU (%) mIoU (%) loss (%) loss (%)
Train Validation Train Validation

M128 72.69 66.86 31.64 38.54
M256 80.69 77.74 22.82 27.45
M512 83.19 80.36 19.19 24.60
M1024 83.42 80.57 18.96 22.89
M1024∗ 82.84 79.70 19.89 23.99

performed on 20 epochs and with a learning rate
of 10−4. Table II presents the results of these
training processes. The normalization was added as
an improvement to the teacher structure in order
to examine its capabilities and whether it influ-
ences the distillation procedure. The largest model
was trained both with Batch Normalization layers
(M1024) and without them (M1024∗ in its structure.
Most distillation tests were performed using the
model that does not contain these layers as teacher.

In the case of the preparation for the Ensemble
Teacher distillation, we calculated the results from
each of the three models that were designed with
various backbones as encoders (see Table III)

B. Standard KD - Initial Performance

The training was performed for 20 epochs and the
default value of the temperature and α parameters
are 10 and 0.1 respectively. A temperature of 10
provided a reliable starting point middle-ground,
while the value of α implies that the teacher pre-
dictions have an importance of 90% during training,
while those of the student, an importance of 10%.

TABLE III: Standalone training for models with
pretrained encoders

Type mIoU (%) mIoU (%) loss (%) loss (%)
Train (%) Validation Train Validation

VGG16 encoder 89.84 88.08 11.03 14.73
ResNet50 encoder 90.82 87.72 10.13 15.05
MobileNetV2 encoder 90.90 89.05 9.98 13.10

TABLE IV: Standard Knowledge Distillation
(temperature = 10, α = 0.1)

Teacher Student train mIoU (%) val mIoU (%)
M256 M128 72.30 65.64

M512 M128 73.68 68.65
M256 80.76 78.62

M1024
M128 77.22 72.10
M256 80.51 77.55
M512 81.55 78.96

VGG16 enc
M128 70.29 69.75
M256 81.82 79.09
M512 81.69 78.31

ResNet50 enc
M128 73.98 72.68
M256 79.73 78.02
M512 83.16 79.93

MobileNetV2 enc
M128 74.84 75.50
M256 79.25 78.14
M512 83.59 78.27

This allowed for an authentic testing of the capacity
of the pixel-wise distillation method.

Table IV presents the results obtained during
standard distillation. In terms of the smallest model,
the distillation method provided a maximum im-
provement of 4.53% on the training set when paired
with the standard U-Net teacher model. In com-
parison, for models M256 and M512 their results
improved by values of 1.13% (VGG16 backbone
teacher) and 0.4% (MobileNetV2 backbone teacher)
respectively. The train and validation losses also
decreased accordingly, except for the validation loss
of the M256 model.

C. Standard KD - Progressive Change

While the standard settings for the alpha and tem-
perature parameters provided satisfactory results, it
was required to perform tests on multiple config-
urations and combinations in order to evaluate the
distillation execution. Therefore, evaluations were
carried out in three different instances: (1) α fixed at
0.1 and varying temperature; (2) Temperature fixed
at 10 and varying α; (3) α fixed at 0.5 and varying
temperature. The number of epochs for these proce-
dures was also set to 20, and that, unless specified
otherwise, the teacher network is represented by the
M1024 model without normalization layers.

We wanted to study the consequences of modi-
fying those specific hyperparameters. In this sense,
it could be observed that the largest improvement
for the smallest model was of 4.88% (alpha=0.3,



TABLE V: Ensemble Distillation (teacher without
normalization layers, temperature = 10, α = 0.1

Student Train mIoU (%) Val mIoU (%)
M128 74.26 72.86
M256 81.51 77.86
M512 82.84 80.30

temperature=10), while for the second smallest it
was of 1.14% (same configuration). In the case
of M512, the highest difference was of 0.01% -
insignificant (alpha=0.5, temperature=5).

D. Ensemble Distillation

The flow follows the one from the standard
knowledge distillation procedure, with a total of
four main points: (1) α fixed at 0.1 and temper-
ature fixed at 10; (2) Temperature fixed at 10 and
varying alpha; (3) Alpha fixed at 0.5 and varying
temperature; (4) Alpha fixed at 0.1 and varying
temperature. The results of these tests are presented
in the tables to follow. For instance, Table V de-
picts the metrics and loss values obtained upon
performing knowledge distillation on alpha 0.1 and
temperature 10. Two out of three student models
showed improvements from the original results,
1.59% for model M128 and 0.82% for model 256.

This method of performing distillation was im-
plemented so that to study the enhancements the
ensemble of teachers could bring while maintaining
a similar distillation procedure. Due to the static
allocation of weights of each of the models in
the ensemble, both strong and weak points of
the backbones were utilized in the process, which
resulted in a slightly lower improvement in some
cases. However, the results might be improved by
calculating the weights of the ensemble teachers
dynamically, at each iteration.

E. Comparing results

Table VI displays the maximum improvement for
every student dimension obtained in the case of both
Standard Knowledge and Ensemble Distillation for
the solution proposed in this paper. The largest
rate of improvement was obtained in the case of
the first combination, of M1024 and M128, with a

TABLE VI: Comparing ensemble-based knowledge
distillation with related architectures

Teacher Student α Temp Train mIoU (%) mIoU improv (%)
M1024 M128 0.3 10 77.54 4.85
M1024 M256 0.3 10 81.83 1.14
MVGG M256 0.1 10 81.82 1.13
M1024 M512 0.5 5 83.20 0.01
MMobileNet M512 0.1 10 83.59 0.17

Ensemble
M128 0.1 10 76.01 3.32
M256 0.1 10 81.51 0.82
M512 0.1 10 83.10 NaN

TABLE VII: Comparing with related work
Article Teacher Student Train mIoU (%) mIoU improv (%)

NaN M1024 M128 77.54 4.85
Ensemble M128 76.01 3.32

Structured KD
ResNet18 (0.5) ResNet18 NaN 6.2
ResNet18 (1.0) ResNet18 NaN 5.74
ESPNet-C ResNet18 NaN 6.6

IFV KD (KD loss) ResNet101 ResNet18 70.51 1.41
IFV KD ResNet101 ResNet18 74.54 5.44

Mean Intersection over Union increase of 4.85%. In
contrast, Ensemble Distillation did not result in an
increase in the value of the metric for model M512.

Table VII depicts the comparisons performed
with the papers mentioned in the Related Work
section. While the results do not reach those from
literature, they are comparable in terms of Mean
Intersection over Union improvement.

V. CONCLUSION

Two methods for knowledge distillation were
applied for semantic segmentation: a standard ap-
proach (i.e. pixel-wise or vanilla), which is often
presented as the very definition of distillation, and
a mechanism which utilizes an ensemble teacher
conglomeration in order to distill a student network.
By employing two methods, the means of perform-
ing comparisons doubled, which would prove to be
highly beneficial to the study.

First, the standard knowledge distillation pro-
vided significant improvements, especially in the
case of the combination of the largest teacher model
and the smallest student network. Various tests
were performed with several alpha and tempera-
ture configurations. Regarding the combination of
teacher and student models, this method obtained
improvements of up to almost 5% upon performing
knowledge distillation on the smaller model.

Second, Ensemble Teacher Distillation provided
an improvement of 3.3% for the smallest model,
and one of 0.82% on the student of mid-range



Fig. 3: mIoU for model 256 - teacher 1024 with KL
loss, ensemble teacher with KL loss

complexity. In comparison, it did not perform as
well on the student of the largest depth. This could
be attributed to the fact that the results of the three
models are gathered by a weighted sum. Since the
weights are static, it could mean that a teacher that
performs well in an instance, could perform more
poorly in another, yet still maintain a high weight.

Ongoing work regards applying the ensemble
teacher distillation one segmenting medical images
for retina conditions [14].
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