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Abstract—Acquiring scene depth information remains a cru-
cial step in most autonomous navigation applications, enabling
advanced features such as obstacle avoidance and SLAM. In
many situations, extracting this data from camera feeds is
preferred to the alternative, active depth sensing hardware such
as LiDARs. Like in many other fields, Deep Learning solutions
for processing images and generating depth predictions have seen
major improvements in recent years. In order to support further
research of such techniques, we present a new dataset, WildUAV,
consisting of high-resolution RGB imagery for which dense depth
ground truth data has been generated based on 3D maps obtained
through photogrammetry. Camera positioning information is also
included, along with additional video sequences useful in self-
supervised learning scenarios where ground truth data is not
required. Unlike traditional, automotive datasets typically used
for depth prediction tasks, ours is designed to support on-board
applications for Unmanned Aerial Vehicles in unstructured,
natural environments, which prove to be more challenging. We
perform several experiments using supervised and self-supervised
monocular depth estimation methods and discuss the results.
Data links and additional details will be provided on the project’s
Github repository.

Index Terms—UAV, Monocular Depth Estimation, Dataset,
Deep Learning

I. INTRODUCTION

The Unmanned Aerial Vehicle (UAV) market has expanded
dramatically in recent years, enabling a myriad of applications
previously limited to large organizations, such as aerial map-
ping, surveying, crop and forest monitoring, inspection and
surveillance. Besides small fixed-wing aircraft, quadcopters
are now available in various sizes, ranging from pocket-
able consumer gadgets to large drones capable of carrying
multi-kilogram payloads such as RGB/IR cameras or LiDARs.
Advancements in communication technologies as well as smart
control and safety features also contributed to wider scale
adoption, by alleviating constraints related to deployment and
operation.

Depth measurements at pixel resolution, in addition to con-
ventional color (RGB) data, are one of the most common low-
level information sources for accurate 3D perception systems.
Advanced Driver-Assistance Systems (ADAS), increasingly
prevalent in the automotive sector, have long relied upon depth
information obtained through stereovision systems, before the
advent of active scanning solutions such as Light Detec-
tion and Ranging (LiDAR). Other hardware based methods
capable of direct depth measurements, i.e. RGB-D cameras

Fig. 1: WildUAV: high-resolution aerial images with depth ground truth and
pose information, along with additional video sequences.

and RADAR, have similar disadvantages to LiDAR, such as
prohibitive cost, weight and power requirements. Moreover,
traditional monocular camera based solutions offer, in most
situations, higher measurement densities, at lower cost and
weight, making them better suited for UAV applications where
the available payload is severely limited both in terms of
weight and shape. Extracting 3D information from 2D images
comes, however, with additional computational costs as more
processing steps are needed.

In this paper, we present a low altitude aerial dataset
featuring high-resolution monocular color images with as-
sociated ground truth depth information, with the goal of
supporting new innovations in camera based solutions for
UAV applications set in natural environments. Unlike man-
made surroundings, these lack structured elements such as
buildings, making them more challenging due to the sparsity
of distinctive visual features, as well as due to the large
degree of freedom in camera movements. High accuracy pose
information and camera intrinsics are provided, alongside
additional unannotated video sequences captured in similar
conditions, which can support self-supervised learning of
tasks such as optical flow and pose estimation. We designed
the dataset primarily for the use case of depth estimation,
yet it can readily be used for other related tasks such as
Simultaneous Localization and Mapping (SLAM). To the best
of our knowledge, it is the first dataset tailored for this domain
featuring real-world data.



II. RELATED WORK

The wide scale availability of Unmanned Aerial Vehicles,
after their emergence from the military domain has enabled
numerous novel use cases in a variety of fields, many of which
still under rapid development. The simplest way of viewing
UAVs as a tool is as remote sensing platforms [1] for situations
where the aerial viewpoint is more practical, economical, or
the only one available. Examples include, but are not limited
to: monitoring for diseases in forestry [2], crop assessment and
spraying [3] object inspection [4] such as critical infrastructure
[5] and human activity monitoring for search and rescue [6].
Mission specifics determine the choice of aircraft used, fixed-
wing UAVs being better suited for covering larger areas from
higher altitudes, while multi-rotor systems allow hovering and
complex motions at low altitudes. Autonomous maneuvers of
UAVs are underpinned by the same high-level tasks required
for advanced driver assistance and autonomous driving sys-
tems: environment perception, scene understanding, planning
and control. Building a comprehensive 3D representation of
the surrounding environment necessitates some form of 3D
data measurement, which in the case of UAVs can most easily
be obtained by processing the on-board video feed(s).

Commonly, inferred depth information is stored as a bi-
dimensional array (matching the pixel grid of the source RGB
image), containing the z coordinates for points along light
rays emerging from each pixel, where they intersect surfaces.
Ideally, the values equal the absolute, metric distance. Some
techniques generating depth predictions from 2D images can
only output results at an ambiguous scale: values in the depth
image grid must be multiplied with an unknown scaling factor
in order to obtain the true metric value. Scale ambiguous
methods can be further divided into those which can at least
maintain a scale-consistency for image sequences (the scaling
factor remaining unchanged for a sequence) and those which
cannot.

Geometry based methods for extracting depth information
from image data, such as Structure from Motion (SfM) and
stereovision rely upon finding and matching correspondences
in multiple images taken in succession or from multiple
cameras, respectively. These methods exploit geometric con-
straints that govern the relationships between depth, camera
pose (position and orientation) and the projection of various
features from the scene onto the image plane. While SfM
can only achieve sparse, scale ambiguous results, stereovision
can obtain dense, metric results at the cost of requiring
two synchronized cameras. As for many other computer
vision applications, recent years have featured many novel
approaches based on Deep Learning (DL) methods such as
Convolutional Neural Networks (CNN), with some surpassing
results obtained through traditional approaches. In the fol-
lowing paragraphs we will briefly cover some of the basic
concepts behind such techniques, as more in-depth surveys
are available [7], [8].

A. Supervised Depth Estimation

Monocular Depth Estimation (MDE) is traditionally seen as
an ill-posed problem because an infinity of 2D depth maps
can be generated from a 3D scene. Thus, deep learning-
based solutions try to provide powerful feature extractors
that initially understand locally the relations between objects
and then they exploit these cues globally. Most of the ap-
proaches in the supervised MDE category use encoder-decoder
architectures, minimizing a mean squared error-type of loss
[9]. The best ways to capture object relation-representation
is by either extracting features at multiple scales, by using
dilated convolutions [10] or by using attentional gating [11].
Although most of the MDE algorithms directly regress the
(fractional) depth map, Xian et al. [12] proved that better
results are obtained when the MDE problem is modelled as
a classification. This entails a fixed number of depth classes,
meaning that the depth interval has to be discretized uniformly.
DORN [13] presents several discretization techniques, the best
one using the log-space (more classes in the near-space), which
produces very good results when combined with an ordinal
regression loss.

Such an approach is capable to more accurately predict
short-range and near-range depth values, which constitute the
vast majority of points for structured images. Aerial images,
on the other hand, lack a fixed structure so the convergence
has to be obtained in other ways. To this end, the article
[14] introduced the first supervised MDE method that was
capable to produce reliable depth predictions using a sin-
gle image captured in aerial scenarios. The most significant
contribution in the referred article [14] is the development
of a new loss that combines the benefits given by ordinal
regression (that produces very good results for smooth areas)
with classification (that better accounts for isolated objects).
The convergence was ensured by a novel fully-differentiable
softmax transformation CNN layer that facilitates a better
convergence for the network. The method was trained using
images from the MidAir [15] dataset, which provide accurate
GT, but their synthetic setting is quite different from real-life
atmospheric conditions.

B. Self-Supervised Depth Estimation

One major development in the last few years was the
introduction of self-supervised, end-to-end trainable solutions
for the MDE problem. These have the significant advantage of
not requiring ground truth information during training, as the
process is guided solely by information available in the RGB
images themselves. More specifically, underpinning the entire
learning process is the minimization of a photometric recon-
struction error, a process which takes as inputs a target image,
its depth map prediction (inferred by the network), along with
camera intrinsics and the camera movement between the target
and an associated reference image (which could be the next
frame of a video sequence [16], or a stereo pair [17], if avail-
able). The (ideal) training process and goal is straightforward:
the target image can be reconstructed by sampling pixels from
the reference image for every point in the camera 3D space



(points generated based on the target’s inferred depth, then
warped to the reference camera’s 3D coordinate system using
the ego-motion information). Assuming the depth prediction
was correct, the reconstructed image should be identical to
the original target image. By comparing the two using an
error metric such as SSIM [18], the network can use this
reconstruction error as its supervision signal, without the need
of depth ground truth data. Most approaches also include a
depth smoothness term in the final loss to be minimized. As it
often happens, this ideal scenario is further complicated in the
real-world by occlusions, moving objects (the reconstruction
loss assumes a static scene) and the fact that odometry data
is usually unavailable, so the camera pose information is also
inferred by a second CNN which is jointly trained along with
the depth network, using the same supervision signals.

SfMLearner [19] was one of the best performing early self-
supervised depth prediction frameworks (alongside [16]), in
which short windows of frames (e.g. 3 or 5) from a video
sequence are used to jointly train a single-view depth and
a multi-view pose network. Components of the framework
such as the network architectures and training data format are
still widely used in research projects, due in part to the full
availability of the source code. For SC-SfMLearner, Bian et
al. [20], [21] aimed to bring improvements to SfMLearner
in order to further constrain the depth network during the
learning process for it to provide scale consistent results (i.e.
the scaling factor for converting the depth values to metric data
to remain consistent between multiple frames). Unlike many
papers which focus on bringing improvements through novel
loss terms applied during training, in [22], the authors aim to
achieve state-of-the-art results by introducing a new encoder-
decoder architecture, PackNet, for the depth network. They
are able to show detail-preserving properties of their system
which are noticeable both quantitatively and qualitatively.
Additionally, they introduce a velocity supervision loss, which
constrains the pose network (and, in turn, the depth network)
to predict metric results by comparing the inferred pose with
known odometry data (their system being designed for use in
automotive domain)

More recently, new self-supervised depth estimation ap-
proaches go beyond the standard paradigm to incorporate
temporal information from multiple frames using techniques
such as cost volumes for depth [23] and Long-Short Term
Memory architectures for pose [24]. While the vast majority
of projects tackle the problem in the automotive context,
some works are specifically designed for UAVs (such as [25]
and [26]), highlighting specific challenges for this scenario,
most stemming from the unconstrained ego-motion and varied
environment appearance.

C. Datasets

The KITTI [28] automotive dataset is by far the most
widely used in publications on monocular depth estimation,
as it includes RGB image sequences, odometry and depth
ground truth obtained from a Velodyne HDL-64E LiDAR. It’s
widespread use makes it ideal for comparing performance as

Fig. 2: Schematic view of our dataset creation process: High-resolution images
are used to create 3D maps using ODM [27], which are then used to
generate corresponding depth images. Video sequences are manually filtered
for removing frames where the drone has no movement or very fast movement.

well as easy to integrate, yet the available ground truth is
sparse and the scenarios are limited to the automotive domain.
The Cityscapes [29] dataset is sometimes used alongside
KITTI for increasing the number of training instances. The
Waymo [30] and A2D2 [31] are other datasets for which 3D
LiDAR data and color image information is available and
could be used for this task.

The lower number of works approaching the depth es-
timation problem for the UAV domain could be partially
motivated by the research community’s unmet needs in terms
of datasets, particularly those captured using quadcopters at
lower altitudes. UAVid [32] is a drone video dataset la-
belled for the semantic segmentation task captured in a city
street setting, yet lacks depth ground truth. The EuRoC [33]
dataset provides stereo ground truth data, yet is set in an
indoor industrial environment. Some projects resort to using
synthetic datasets such as Mid-Air [15] which does provide
video color and depth data streams in simulated unstructured
environments, featuring aggressive control maneuvers. [34]
proposes a synthetic dataset generated using simulated flights
above color 3D models of real-world structures obtained
through photogrammetry. Recently, [35] proposes an open-
source system for creating novel datasets aimed at tasks
requiring depth from aerial viewpoints, in a cost-effective
way. While the authors consider the 3D data obtained through
photogrammetry techniques unconstrained by execution time
requirements sufficient for evaluating novel depth estimation
systems, they enhance this data with asynchronously measured
LiDAR point clouds to create the depth maps.

III. METHODOLOGY

WildUAV is comprised of two components: the mapping set
containing over 1500 high-resolution (5280x3956px) images
for which depth ground truth data is available alongside
camera intrinsics, exposure parameters and precise pose, and
the video set containing 11 video sequences totalling over
34000 frames at 4k (3840x2160px) resolution1. All data was
captured at low altitudes in unstructured, forest and shrub-
grass vegetation areas with varying terrain profiles. A few
sequences also include structured elements such as a two-lane

1For details see GitHub repository: https://github.com/hrflr/wuav



road, vehicles and pedestrians. Figure 2 shows an overview of
the dataset creation process.

A. Data Acquisition

Data acquisition was carried out using a DJI Matrice 210
V2 quadcopter carrying the DJI Zenmuse X5s RGB camera as
a single payload, paired with the standard 15mm focal length
lens. All flights were carried out in calm to moderate wind,
good illumination conditions, with good positioning signal
levels, for both the drone and the DJI D-RTK (Real Time
Kinematic) base station which was used on all occasions for
enabling high accuracy positioning and improving stability. All
flights were managed through the official DJI Pilot app running
on the CrystalSky display. Figure 3 illustrates examples from
the dataset.

1) Mapping Set: The images captured at the sensor’s full-
resolution were acquired by programming flight plans using
the Mapping and Oblique mission modes available in DJI
Pilot. Three out of the four flight areas were surveyed using the
Oblique mode, which besides the nadir setting (camera point-
ing straight down towards the ground) also captures images
with the camera set on a pitch angle, by scheduling additional
flight routes in order to obtain side views of the area along
four main directions. This enables better 3D reconstruction
of object side faces. In all modes the drone’s flight path
consists of a series of parallel lines above the designated area,
their extent and spacing controlled by image overlap settings
inputted in the control application before takeoff (we selected
higher overlap percentages than the default). All mapping
flights took place during late summer and autumn.

2) Video Set: Self-supervised methods for monocular depth
estimation present increased flexibility during training, since
no ground truth information is needed. Because of this,
we conducted separate flights in which we recorded videos,
capturing a large number of frames without the goal of
creating 3D maps. The video sequences were captured at the
camera’s maximum 4k resolution (3840x2160px, 16:9 aspect
ratio, 30FPS). After extraction, the video frames were further
divided in subsequences of shorter length in order to allow
for better granularity in training. Frames with no or very
fast motion (when the drone reached flight waypoints) were
manually excluded from the video set. Unfortunately, precise
location data during video capture could not be yet recovered
from the proprietary telemetry data, however coarse location
information is available for eight of the videos (some of which
cover areas overlapping those captured in the mapping set).

Fig. 3: Top row: high-resolution images part of the mapping set (ground truth
data available); Bottom row: images part of the video set

Fig. 4: Left Image: section of textured 3D map mesh, vertices and faces visi-
ble. Right image: constructed depth imaged overlayed on top of corresponding
RGB image

B. Map Generation

For each of the four flight areas in the mapping set, a
detailed 3D map was created using the open-source pho-
togrammetry software OpenDroneMap [27], preferred for its
code availability, community and documentation [36]. It uses
Structure-from-Motion and Multi-View Stereo techniques in
order to process image datasets and output 3D point clouds, or-
tophotos, digital elevation models and textured, geo-referenced
3D meshes. We used version 1.4.3 of the Docker containerized
WebODM, processing the images at their full resolution. We
observed that densely populated forest areas posed greater
challenge in the reconstruction process, yet good results were
obtained after exploring different execution parameters (in-
creasing the depth map resolution in particular showed gains,
at the cost of compute time). Once the processing is finished,
ODM also provides the computed intrinsic camera parameters
as well as the geo-referenced camera positions, which can then
be used to replicate the viewpoints in the 3D mesh model of
the map.

C. Ground Truth Generation

Datasets such as KITTI provide sparse depth ground truth
data gathered by LiDAR sensors. Projecting the map 3D point
cloud generated by ODM onto the images, using the known
camera position and intrinsic parameters provides similar,
sparse depth information. This however introduces a new
limitation: depth images, especially those associated to oblique
camera views, would be contaminated by 3D points belonging
to occluded faces of scene objects, for any pixels onto which
another point from the occluding face is not available. Mo-
tivated by this, we developed a system for generating depth
maps for all source images using the textured mesh generated
by ODM, based on raytracing. Using the Möller–Trumbore
[37] algorithm, we compute the distance to the closest mesh
triangle intersecting the ray of each pixel. For improving the
runtime, we added additional checks for quickly eliminating
surfaces out of camera view (most of the map is outside the
view of any single frame) as well as optimized and parallelized
parts of the system, implemented in Matlab. Pre-processing
steps include image undistortion using camera intrinsics from
ODM and manually removing distorted areas near the mesh
boundaries. The mesh vertex and, in turn, face count is reduced
without significantly loosing quality using tools in MeshLab,
again for reducing the runtime of the depth map generation
process.



D. Training Monocular Depth Estimators

From amongst the high-resolution images, a 264 image
validation set was defined, with the rest of the images be-
longing to the training set. Since self-supervised methods
require successive frames, the training set generation was done
algorithmically (through a Matlab script). The approach for
training-validation separation was done by iterating through
the captured data by the following principles:

• We only consider images that have a successor in the
dataset;

• We insert images into the training set by keeping their
predecessor and their successor indexes;

• Each 10th image we find we move it into the validation
dataset; Thus, we ensure a 90% - 10% data split;

• Finally, we randomize both the training and the val-
idation sets in order to make them usable for super-
vised/unsupervised learning approaches.

A separate test set has not been defined due to the large
need for training data. As the video sequences don’t feature
ground truth information, they can only be used during self-
supervised training. In the following, we present our results
training several supervised and self-supervised MDE solutions
using WildUAV.

1) Supervised MDE: Several supervised methods have been
trained using the aforementioned approach. Firstly, we trained
an ordinal regression-based model, similar to the one proposed
in DORN [13]. Secondly, we re-modelled the problem as
1) a simple regression and 2) a simple classification by
replacing the ordinal regression-based softmax layer as well
as the learning with MAE and respectively cross-entropy
losses. The backbone of the network consists in an encoder-
decoder network, with a Draknet-53 feature extractor and a
multi-scale scene understanding module (similar to the scene
understanding module from [38]). Thirdly, we trained the
aerial-based network proposed in [14], which uses a multi-task
loss that combines a classification with an ordinal regression.
The images are downscaled and cropped to a resolution of
1024x1024, each original image being divided into multiple
training samples.

2) Self-Supervised MDE Training: Self-supervised training
was conducted using the PyTorch framework, following SfM-
Learner’s [19] code structure. Training was done using images
at a downscaled resolution of 224x128px. Both the high-
resolution mapping images as well as the video frames were
first centrally cropped then downscaled in order to bring them
to the same aspect ratio without distorting them. We chose to
evaluate components from three well known self-supervised
MDE projects: SfMLearner (SfM) [19], Scale Consistent (SC-
SfM) SfMLearner [21] and PackNet (PN) [22].

We consider SfMLearner as the baseline method, and our
code is largely based on the available PyTorch release. Besides
the network architecture and typical losses, this method also
proposes an additional per-pixel explainability mask inferred
for each target-reference image pair having the role of weight-
ing down the numeric contribution of difficult pixels in the

overall view reconstruction loss (in cases of occlusions, motion
in the scene unaccounted for by ego-motion or non-Lambertian
surfaces). In the case of our dataset, there are few instances
of dynamic moving objects that could cause inconsistencies
across frames.

SC-SfMLearner’s network encoders are based on the
ResNet architecture [39], allowing us to use ImageNet pre-
trained instances. The paper’s main contribution was introduc-
ing a new Geometric Consistency loss term to be minimized,
composed of the absolute difference between corresponding
values in predicted depth maps of successive frames (after,
of course, one is warped using the ego-motion data to the
other’s reference frame), normalized by their sum (for treating
points at different distances equally, maintaining symmetry,
etc). Furthermore, they weigh down the contribution towards
the view reconstruction loss for pixels with high geometric in-
consistency (which can be caused by the previously described
difficult scenarios). Computing the geometric consistency loss
comes with an added step for interpolating the depth map
which underwent warping using ego-motion as it is no longer
constrained to the pixel grid. We selected this method for
evaluation due to its scale consistency property, which we
consider to be critical, in the absence of true metric results. We
mark tests using the ResNet50 encoder as SC-SfMLearner50,
the others using the ResNet18 version.

PackNet’s approach differs from standard convolutional
architectures that employ striding and pooling operations to
increase the sizes of their receptive fields, instead defining two
new operations, packing and unpacking, which, when used to-
gether, preserve data traditionally considered ”uninformative”,
an attribute previously shown to increase performance. We
evaluated their network architecture in conjunction with SC-
SfmLearner’s Geometry Consistency Loss and pose network.
We evaluated both the original PackNet architecture, as well as
the faster PackNetSlim (PNSL) version, released subsequently
by the authors.

During training, the memory resources needed by PackNet
are noticeably higher than the other two networks tested.
Per [21]’s observations, we also forgo multi-scale training
(computing the losses at multiple image scales) for all the
tested methods. Additionally, we train SC-SfMLearner on
KITTI data to check for any errors in our system. While the
scores are not computed on the typical Eigen data split [9],
the results we obtained are comparable with published results,
validating our procedures.

IV. EXPERIMENTAL RESULTS AND DISCUSSION

Evaluation Metrics: Besides qualitative comparison, for
measuring the performance of the selected depth estimation
methods, we employ the following established evaluation
metrics to compare the predicted depth map D with the ground



Supervision Depth Network Data Abs Rel Sq Rel RMSE δ <1.25 δ <1.252 δ <1.253 ATE

Supervised

DORN [13] S 0.137 1.034 5.589 0.802 0.961 0.982 -
Regression S 0.230 2.212 7.891 0.671 0.901 0.943 -
Classif S 0.213 1.980 7.541 0.716 0.921 0.986 -
Muti-task [14] S 0.116 0.989 5.235 0.851 0.971 0.989 -
DORN [13] M 0.045 0.522 2.221 0.989 0.996 0.998 -
Regression M 0.073 0.677 4.521 0.975 0.992 0.997 -
Classif M 0.054 0.654 3.786 0.982 0.994 0.997 -
Muti-task [14] M 0.039 0.496 1.937 0.992 0.999 0.999 -

Self

SfMLearner M 0.084 2.031 4.655 0.9384 0.9902 0.9969 1.487
SC-SfMLearner M 0.072 0.965 3.738 0.9309 0.9747 0.9846 4.675
PackNet M 0.059 0.646 2.952 0.9731 0.9976 0.9992 4.622
PackNetSlim M 0.039 0.588 2.045 0.9868 0.9987 0.9991 1.163
SfMLearner M+V 0.074 0.933 3.883 0.9580 0.9949 0.9977 1.600
SC-SfMLearner M+V 0.044 0.539 2.217 0.9807 0.9984 0.9992 1.366
PackNetSlim M+V 0.038 0.470 1.982 0.9912 0.9990 0.9992 1.382
SC-SfMLearner50 M+V 0.042 0.558 2.116 0.9889 0.9990 0.9991 1.696
SC-SfMLearner M+V60 0.061 0.800 3.098 0.9559 0.9944 0.9989 3.503
SC-SfMLearner50 KITTI 0.130 0.779 4.481 0.841 0.956 0.984 0.045

Table I: Results of Evaluation: tests are divided based on supervision type; Data value represents type of training data used: S - synthetic set [15], M - mapping
set, M+V - mapping and video set, M+V60 - mapping and video with 60 frame skip

truth depth image GT, each containing n pixels.

Absolute Relative Difference (Abs Rel):
1

n

∑ |di − gti|
gti

Square Relative Difference (Sq Rel):
1

n

∑ |di − gti|2

gti

Root Mean Square Error (RMSE):

√
1

n

∑
|di − gti|2

In the formulas above, di and gti stand for the ith pixel in
the depth prediction and ground truth images, respectively.
We also use the accuracy under a threshold metric δx which
measures the percentage of pixels for which the property below
holds true (i.e. percentage of pixels for which the difference
between the prediction and true value is below a threshold,
taking into account the absolute value of the distance):

δx (di, gti) = max

(
di
gti

,
gti
di

)
< 1.25x

While for the first three metrics lower scores reflect better
performance, higher accuracy under threshold scores are better.
Because the results outputted by the self-supervised networks
are scale-ambiguous, we derive the scaling factor’s value based
on the median values in the prediction and in the ground
truth. For measuring the performance of the pose network, we
use the common Absolute Trajectory Error (ATE, see [40]),
averaged over all snippets of 3 frames - lower values are better.

Results of Evaluation: Table I shows the obtained results.
For the supervised case, we performed two training exper-
iments. In the first set, we trained the supervised networks
by only using synthetic data, using images from the MidAir
[15] dataset. We then evaluated the results on the real-life
aerial images (validation set presented above). For the second
group of results, we used the newly generated ground truths
form the WildUAV Mapping set for training. The supervised
methods clearly benefit from the newly available aerial data.
Besides clearly increasing the accuracy (this can be seen
for all the metrics), the newly generated data further shows

that the relative difference between the trained methods is
not only kept, but is increased. For instance, there is a 2-
3x reduction in RMSE for all the presented methods (and
the largest improvement is seen for the best method – Multi-
task). This validates both the effectiveness of the dataset and
the importance of developing an aerial-specific CNN, like
the one introduced in [14]. Figure 6 further supports the
aforementioned numerical results visually.
For the self-supervised methods, we trained four pose-depth
network pairs using only data from the mapping set followed
by five additional experiments including the video data set.
One of the first takeaways is that pose prediction represents a
major challenge, as seen in the much poorer ATE scores when
compared to training on automotive images from KITTI - this
fact has been previously observed in other projects in the aerial
domain, and can be explained by the higher degree of freedom
in camera movement. For the combined mapping and video
set, we experimented with introducing a frame skip for video
training frames: instead of taking sequential target-reference
frames, the two are chosen so they are 60 frames apart, with
the goal of roughly simulating the inter-frame distance in the
mapping set, yet this did not prove to bring performance
gains. One possibility for improving these results that must
be further investigated is using a form of semi-supervision,
similar to the velocity loss in [22], where, when available,
ground truth pose information would be used to supervise
the pose network. Depth error metrics reveal that the SC-
SfM losses in conjunction with the PNSL network architecture
is the best performing solution in this scenario, with the
baseline solution showing the highest errors (in particular, the
Sq Rel score indicates larger disagreements between the results
and the ground truth). Qualitative evaluation (see Figure 5)
illustrates how the baseline method produces generally softer
outputs, how the PN based solution tends to compress the
depth values in a shorter range, and how similar the outputs,
when comparing the ResNet 18 and 50 versions of SC-
SfM (observation support quantitatively). Beyond the images
presented here, beyond the quantitative results, training on



Fig. 5: Visual results of evaluated self-supervised methods - Darker colours represent higher depth values (longer distance); Left-most column: input image;
Networks trained on Mapping Set (Columns 2-5) and on Mapping+Video Set (Columns 6-9, 10 with 60 video frame skip)

Fig. 6: Visual results of the benefits for aerial depth perception using a
supervised method [14]. Colormap for depth values is presented on the right;
Order of columns: left image, GT image, Results without training using the
generated GT, Results obtained by using the additional training

the merged mapping and video set appears beneficial, as it
produces a significantly lower number of ”distorted” frames
- those that, to an observer, don’t seem to reflect the scene
in the source image; future work could include developing a
metric that can objectively measure this effect.

Future improvements: We plan on developing new releases
of the dataset, containing additional data as well as new fea-
tures. One such feature consists of generating novel synthetic
data by simulating additional flights above the already created
maps, as in [34]. An important benefit of this solution is that
the data would have high similarity with the existing real
images. Secondly, we plan on investigating the potential ben-
efits of integrating the solution presented in [35], by manually

scanning the mapped area with a handheld LiDAR sensor. At
the same time, we will continually evaluate new releases of
popular photogrammetry software in order to possibly improve
the quality of the ground truth data. We also aim to define
a test set similar to those in other datasets and adapt and
release a suite of more advanced evaluation metrics, such as
those proposed in [41], changes that would allow fair and
easy comparison between different future projects, turning
the dataset into a full benchmark for aerial monocular depth
estimation tasks. Finally, we wish to improve the video sets
by adding high accuracy positioning information for them as
well, similar to the high-res images.

V. CONCLUSION

In this paper we presented a novel aerial dataset, WildUAV,
designed for depth estimation tasks in the context of low-
altitude quadcopter flights, in unstructured scenes. Additional
video sequences complement the main, high-resolution images
for which depth ground truth data is available based on a
photogrammetry-obtained 3D mesh of the flight area. The deep
learning based Monocular Depth Estimation solutions we have
evaluated, both using supervised and self-supervised learning
approaches, demonstrate the potential of such approaches
for aerial vehicles, while at the same time highlighting the
particular challenges in this domain.
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